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≥ 122 ≤ 16.7 ≤ 21≤ 2025.09≤ 126

3

Built-in APIs in JavaScript
const a = new Set([1, 2, 3]); 
const b = new Set([1, 2]); 
a.isSupersetOf(b);   // true

ES2025

Native Code 
(e.g., C++, Java)
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• Polyfill is a JavaScript implementation of built-in APIs


• core-js is used by 41% of websites and ≥ 46M downloads per week

Polyfill

4

module.exports = function isSupersetOf(other) { 
  var O = aSet(this); 
  var otherRec = getSetRecord(other); 
  if (size(O) < otherRec.size) return false; 
  var iterator = otherRec.getIterator(); 
  return iterateSimple(iterator, function (e) { 
    if (!has(O, e)) { 
      return iteratorClose(iterator, 'normal', false); 
    } 
  }) !== false; 
};
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Polyfill

≥ 122 ≤ 16.7 ≤ 21≤ 2025.09≤ 126

import 'core-js/actual/set/is-superset-of'; 
const a = new Set([1, 2, 3]); 
const b = new Set([1, 2]); 
a.isSupersetOf(b);   // true

module.exports = function isSupersetOf(other) { 
  var O = aSet(this); 
  var otherRec = getSetRecord(other); 
  if (size(O) < otherRec.size) return false; 
  var iterator = otherRec.getIterator(); 
  return iterateSimple(iterator, function (e) { 
    if (!has(O, e)) { 
      return iteratorClose(iterator, 'normal', false); 
    } 
  }) !== false; 
};
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ECMA-262 - JavaScript Language Specification

Set.prototype.isSupersetOf ( other )

1. Let O be the this value.

2. Perform ? RequireInternalSlot(O, [[SetData]]).

3. Let otherRec be ? GetSetRecord(other).

4. If SetDataSize(O.[[SetData]]) < otherRec.[[Size]],

    return false.

5. Let keysIter be ? GetIteratorFromMethod( 
    otherRec.[[SetObject]], otherRec.[[Keys]]).

6. Let next be NOT-STARTED.

7. Repeat, while next is not DONE,

    a. Set next to ? IteratorStepValue(keysIter).

    b. If next is not DONE, then

        i. If SetDataHas(O.[[SetData]], next) is false, then

            1. Perform ? IteratorClose(keysIter, 
                NormalCompletion(UNUSED)).

            2. Return false.

8. Return true.

Built-in

AdditiveExpression[Yield, Await]  :

MultiplicativeExpression[?Yield, ?Await]
AdditiveExpression[?Yield, ?Await]  +  MultiplicativeExpression[?Yield, ?Await]
AdditiveExpression[?Yield, ?Await]  -  MultiplicativeExpression[?Yield, ?Await]

NOTE The addition operator either performs string concatenation or numeric addition.

AdditiveExpression : AdditiveExpression  +  MultiplicativeExpression

1. Return ? EvaluateStringOrNumericBinaryExpression(AdditiveExpression, +, MultiplicativeExpression).

NOTE The - operator performs subtraction, producing the difference of its operands.

AdditiveExpression : AdditiveExpression  -  MultiplicativeExpression

1. Return ? EvaluateStringOrNumericBinaryExpression(AdditiveExpression, -, MultiplicativeExpression).

ECMA-262, 14th edition, June 2023
ECMAScript® 2023 Language Specification

13.8  Additive Operators

Syntax

13.8.1  The Addition Operator ( + )

13.8.1.1  Runtime Semantics: Evaluation

13.8.2  The Subtraction Operator ( - )

13.8.2.1  Runtime Semantics: Evaluation
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Current Approach - Manual Translation

function isSupersetOf(other) { 
  var O = aSet(this); 
  var otherRec = getSetRecord(other); 
  if (size(O) < otherRec.size) return false; 
  var iterator = otherRec.getIterator(); 
  return iterateSimple(iterator, 
    function (e) { 
      if (!has(O, e)) { 
        return iteratorClose(iterator, 
               'normal', false); 

      } 

    }) !== false; 

};

Set.prototype.isSupersetOf ( other )

1. Let O be the this value.

2. Perform ? RequireInternalSlot(O, [[SetData]]).

3. Let otherRec be ? GetSetRecord(other).

4. If SetDataSize(O.[[SetData]]) < otherRec.[[Size]],

    return false.

5. Let keysIter be ? GetIteratorFromMethod( 
    otherRec.[[SetObject]], otherRec.[[Keys]]).

6. Let next be NOT-STARTED.

7. Repeat, while next is not DONE,

    a. Set next to ? IteratorStepValue(keysIter).

    b. If next is not DONE, then

        i. If SetDataHas(O.[[SetData]], next) is false, then

            1. Perform ? IteratorClose(keysIter, 
                NormalCompletion(UNUSED)).

            2. Return false.

8. Return true.

Built-in

Manual
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Problem - Fast Evolving JavaScript

1995

ES1

2000 2005 2010

ES2
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Problem - Fast Evolving JavaScript
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Problem - Fast Evolving JavaScript
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Problem - Burden of Manual Implementation

91% commits

All Websites run on  
Legacy JS Engines

All Websites run on  
Legacy JS Engines
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Our Approach - Automatic Extraction from ECMA-262

Set.prototype.isSupersetOf ( other )

1. Let O be the this value.

2. Perform ? RequireInternalSlot(O, [[SetData]]).

3. Let otherRec be ? GetSetRecord(other).

4. If SetDataSize(O.[[SetData]]) < otherRec.[[Size]],

    return false.

5. Let keysIter be ? GetIteratorFromMethod( 
    otherRec.[[SetObject]], otherRec.[[Keys]]).

6. Let next be NOT-STARTED.

7. Repeat, while next is not DONE,

    a. Set next to ? IteratorStepValue(keysIter).

    b. If next is not DONE, then

        i. If SetDataHas(O.[[SetData]], next) is false, then

            1. Perform ? IteratorClose(keysIter, 
                NormalCompletion(UNUSED)).

            2. Return false.

8. Return true.

Built-in

Extract Polyfill in JavaScript
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Challenges - Correctness and Efficiency 

Set.prototype.isSupersetOf ( other )

1. Let O be the this value.

2. Perform ? RequireInternalSlot(O, [[SetData]]).

3. Let otherRec be ? GetSetRecord(other).

4. If SetDataSize(O.[[SetData]]) < otherRec.[[Size]],

    return false.

5. Let keysIter be ? GetIteratorFromMethod( 
    otherRec.[[SetObject]], otherRec.[[Keys]]).

6. Let next be NOT-STARTED.

7. Repeat, while next is not DONE,

    a. Set next to ? IteratorStepValue(keysIter).

    b. If next is not DONE, then

        i. If SetDataHas(O.[[SetData]], next) is false, then

            1. Perform ? IteratorClose(keysIter, 
                NormalCompletion(UNUSED)).

            2. Return false.

8. Return true.

Built-in

Extract Polyfill

1) How to correctly handle internal repr. of control flows?

2) How to extract algorithmically efficient polyfill? 

in JavaScript
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Challenge 1 - Correctness (Internal Repr. of Control Flow)

A computation X 

<latexit sha1_base64="3hF7IQ6C2EjLpjxrEDga3MbSXVc="></latexit>{
1
1

is normally terminated with a value

throws an exception

if  X is a normal completion

if  X is a throw completion

IteratorClose ( iteratorRecord, completion )

...

3. Let innerResult be GetMethod(...).

4. If innerResult is a normal completion, then

    a. Let return be innerResult.[[Value]]. 
    b. If return is undefined, return ? completion.

    c. Set innerResult to Call(...).

5. If completion is a throw completion, return ? completion. 
6. If innerResult is a throw completion, return ? innerResult.

... 
8. Return ? completion. return completion

return completion 
OR 

throw completion

throw completion

throw innerResult
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Solution 1 - Completion Type Analysis

ASE ’26, October 12–16, 2026, Munich, Germany Jungwoong Kim, Youngmin Cho, and Jihyeok Park

Figure 4: Overall structure of MiniPoly.

logic. The compiler then seamlessly integrates these optimized
implementations while preserving the semantics.

3 Overall Structure of MiniPoly
As illustrated in Figure 4, MiniPoly compiles the ECMA-262 speci-
!cation into a JavaScript poly!ll through four components:

Spec Parser. MiniPoly begins by leveraging an existing tool,
ESMeta [36], to parse natural-language algorithmic steps in ECMA-
262 into a structured Abstract Syntax Tree (AST) representation.

Rule-based Optimizer (§5). To address inherent algorithmic
ine"ciencies, the Rule-based Optimizer applies developer-provided
rewrite rules to the parsed AST, each matching a speci!cation pat-
tern and rewriting it into an e"cient equivalent. Beyond structural
matching, rules add symbolic path-based constraints via a where
clause and support nested sub-rules for multi-level transformations,
letting users precisely target suboptimal speci!cation patterns.

Completion Type Analyzer (§4.2). To bridge the semantic
gap between the speci!cation and native JavaScript,MiniPolymust
resolve completion records, the speci!cation-internal representation
of control #ow. The Completion Type Analyzer performs a #ow-
sensitive static analysis that infers the completion type of each
value (i.e., a normal completion, an abrupt completion, or a bare
value).

Spec-to-JS Translator (§4.3). Guided by the analysis, the Spec-
to-JS Translator performs a context-aware translation that lowers
the speci!cation directly to JavaScript. It emits completion-handling
code (e.g., try-catch) only where the analysis reports that a value
may be an abrupt completion, and translates the remaining con-
structs in a syntax-directed manner.

4 Eliminating Internal Control Flows for
Correct Spec-to-JS Translation

As motivated in §2.2, completion records cannot be translated di-
rectly to JavaScript.MiniPoly resolves them in two stages. First, a
completion type analysis statically infers the completion type of each
variable (i.e., a normal completion, an abrupt completion, or a bare
value). Then, a spec-to-JS translation lowers each abstract operation
to JavaScript, inserting completion-handling code (e.g., try-catch)
only where a value may actually be an abrupt completion. We for-
malize both stages over a small imperative core language and state
their soundness and correctness. The full semantics and proofs are
in the supplementary material.

4.1 Core Language
The core language captures the features of the speci!cation meta-
language relevant to completion records. Its grammar is as follows.

Operations 𝐿 → Op ::= 𝐿 (𝑀𝐿 : 𝑁𝐿 ) : 𝑁 { 𝑂; return 𝑀 }

Statements 𝑂 → Stmt ::= skip | 𝑀 := 𝑃 | 𝑀 := 𝐿 (𝑀1, . . . , 𝑀𝑀)
| 𝑀 := normal(𝑄) | 𝑀 := abrupt(𝑄)
| 𝑂1; 𝑂2 | if (𝑃) 𝑂 𝑂 | . . .

Expressions 𝑃 → Expr ::= 𝑅 | 𝑀 | 𝑃1 ↑ 𝑃2 | normal? 𝑀
| abrupt? 𝑀 | get(𝑀) | . . .

Values 𝑆 → Value ::= 𝑅 | normal(𝑅) | abrupt(𝑅) | . . .
Types 𝑁 → Ty ::= bool | num | normal↓𝑁↔

| abrupt↓𝑁↔ | 𝑁 ↗ 𝑁 | . . .
States 𝑇 → State = Var 𝐿 Value

An operation 𝐿 takes typed parameters, runs a statement, and re-
turns the value of a variable. The key feature is that completion
records appear at the value level: a value is a bare primitive 𝑅
(e.g., a boolean or number), a normal completion normal(𝑅), or
an abrupt completion abrupt(𝑅). Completions are constructed by
𝑀 := normal(𝑄) and 𝑀 := abrupt(𝑄), and inspected by normal? 𝑀 ,
abrupt? 𝑀 (testing the tag) and get(𝑀) (reading the payload). For
simplicity we assumeA-normal form [37] for completion constructs,
which therefore take only variable arguments, and sound type an-
notations. The language’s (standard) denotational semantics com-
prises O↘≃⇐ : Value⇒ 𝐿 Value for operations, S↘≃⇐ : State 𝐿
State for statements, and E↘≃⇐ : State 𝐿 Value for expressions.

4.2 Completion Type Analysis
The completion type analysis is a #ow-sensitive abstract interpreta-
tion that, at each program point, over-approximates the completion
type of every variable.

Abstract Domain. The analysis abstracts a value by a comple-
tion type from the four-point lattice below: normal (resp. abrupt)
means a normal (resp. abrupt) completion or a bare primitive, ⇑
means de!nitely a bare primitive, and ⇓ is no information. A type
environment ω assigns a completion type to each variable.

Type Environment ω → TyEnv = Var ⇔ CompTy

Completion Types 𝑁𝑁 → CompTy =




⇓

normal abrupt

⇑




The order ↖, join ↙, and meet ∝ are the lattice’s, lifted point-wise
to type environments. A concretization 𝑈 maps each completion
type to the values it denotes. An environment ω soundly abstracts a
state 𝑇 , written ω |= 𝑇 , when 𝑇 (𝑀) → 𝑈 (ω(𝑀)) for all 𝑀 .

Abstract Semantics. The abstract semantics mirrors the con-
crete one, but computes on type environments. It comprises a state-
ment transformer and an expression abstraction:

S↘̂≃⇐ : TyEnv ⇔ TyEnv E↘̂≃⇐ : TyEnv ⇔ CompTy

A completion constructor sets its variable to normal or abrupt, and
a call 𝑀 := 𝐿 (. . .) to 𝑉 (𝑁), the completion type of 𝐿 ’s declared return
type 𝑁 (via a !xed map 𝑉 : Ty ⇔ CompTy). Every expression yields
⇑ except a variable, which keeps its environment type. The only
rule of interest is the conditional, which re!nes the environment

IteratorClose ( iteratorRecord, completion )

...

3. Let innerResult be GetMethod(...).

completion : 

innerResult : 

<latexit sha1_base64="9cUQY3AHWE7aVY7TNpkYSBRnlIA="></latexit>→
<latexit sha1_base64="9cUQY3AHWE7aVY7TNpkYSBRnlIA="></latexit>→

function IteratorClose(iteratorRecord, completion, completion_flag) { 
  ... 
  try { 
    var innerResult = GetMethod(...); 
    var innerResult_flag = true; 
  } catch(e) { 
    var innerResult = e; 
    var innerResult_flag = false; 
  }

Completion

Completion
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Solution 1 - Completion Type Analysis
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Figure 4: Overall structure of MiniPoly.

logic. The compiler then seamlessly integrates these optimized
implementations while preserving the semantics.

3 Overall Structure of MiniPoly
As illustrated in Figure 4, MiniPoly compiles the ECMA-262 speci-
!cation into a JavaScript poly!ll through four components:

Spec Parser. MiniPoly begins by leveraging an existing tool,
ESMeta [36], to parse natural-language algorithmic steps in ECMA-
262 into a structured Abstract Syntax Tree (AST) representation.

Rule-based Optimizer (§5). To address inherent algorithmic
ine"ciencies, the Rule-based Optimizer applies developer-provided
rewrite rules to the parsed AST, each matching a speci!cation pat-
tern and rewriting it into an e"cient equivalent. Beyond structural
matching, rules add symbolic path-based constraints via a where
clause and support nested sub-rules for multi-level transformations,
letting users precisely target suboptimal speci!cation patterns.

Completion Type Analyzer (§4.2). To bridge the semantic
gap between the speci!cation and native JavaScript,MiniPolymust
resolve completion records, the speci!cation-internal representation
of control #ow. The Completion Type Analyzer performs a #ow-
sensitive static analysis that infers the completion type of each
value (i.e., a normal completion, an abrupt completion, or a bare
value).

Spec-to-JS Translator (§4.3). Guided by the analysis, the Spec-
to-JS Translator performs a context-aware translation that lowers
the speci!cation directly to JavaScript. It emits completion-handling
code (e.g., try-catch) only where the analysis reports that a value
may be an abrupt completion, and translates the remaining con-
structs in a syntax-directed manner.

4 Eliminating Internal Control Flows for
Correct Spec-to-JS Translation

As motivated in §2.2, completion records cannot be translated di-
rectly to JavaScript.MiniPoly resolves them in two stages. First, a
completion type analysis statically infers the completion type of each
variable (i.e., a normal completion, an abrupt completion, or a bare
value). Then, a spec-to-JS translation lowers each abstract operation
to JavaScript, inserting completion-handling code (e.g., try-catch)
only where a value may actually be an abrupt completion. We for-
malize both stages over a small imperative core language and state
their soundness and correctness. The full semantics and proofs are
in the supplementary material.

4.1 Core Language
The core language captures the features of the speci!cation meta-
language relevant to completion records. Its grammar is as follows.

Operations 𝐿 → Op ::= 𝐿 (𝑀𝐿 : 𝑁𝐿 ) : 𝑁 { 𝑂; return 𝑀 }

Statements 𝑂 → Stmt ::= skip | 𝑀 := 𝑃 | 𝑀 := 𝐿 (𝑀1, . . . , 𝑀𝑀)
| 𝑀 := normal(𝑄) | 𝑀 := abrupt(𝑄)
| 𝑂1; 𝑂2 | if (𝑃) 𝑂 𝑂 | . . .

Expressions 𝑃 → Expr ::= 𝑅 | 𝑀 | 𝑃1 ↑ 𝑃2 | normal? 𝑀
| abrupt? 𝑀 | get(𝑀) | . . .

Values 𝑆 → Value ::= 𝑅 | normal(𝑅) | abrupt(𝑅) | . . .
Types 𝑁 → Ty ::= bool | num | normal↓𝑁↔

| abrupt↓𝑁↔ | 𝑁 ↗ 𝑁 | . . .
States 𝑇 → State = Var 𝐿 Value

An operation 𝐿 takes typed parameters, runs a statement, and re-
turns the value of a variable. The key feature is that completion
records appear at the value level: a value is a bare primitive 𝑅
(e.g., a boolean or number), a normal completion normal(𝑅), or
an abrupt completion abrupt(𝑅). Completions are constructed by
𝑀 := normal(𝑄) and 𝑀 := abrupt(𝑄), and inspected by normal? 𝑀 ,
abrupt? 𝑀 (testing the tag) and get(𝑀) (reading the payload). For
simplicity we assumeA-normal form [37] for completion constructs,
which therefore take only variable arguments, and sound type an-
notations. The language’s (standard) denotational semantics com-
prises O↘≃⇐ : Value⇒ 𝐿 Value for operations, S↘≃⇐ : State 𝐿
State for statements, and E↘≃⇐ : State 𝐿 Value for expressions.

4.2 Completion Type Analysis
The completion type analysis is a #ow-sensitive abstract interpreta-
tion that, at each program point, over-approximates the completion
type of every variable.

Abstract Domain. The analysis abstracts a value by a comple-
tion type from the four-point lattice below: normal (resp. abrupt)
means a normal (resp. abrupt) completion or a bare primitive, ⇑
means de!nitely a bare primitive, and ⇓ is no information. A type
environment ω assigns a completion type to each variable.

Type Environment ω → TyEnv = Var ⇔ CompTy

Completion Types 𝑁𝑁 → CompTy =




⇓

normal abrupt

⇑




The order ↖, join ↙, and meet ∝ are the lattice’s, lifted point-wise
to type environments. A concretization 𝑈 maps each completion
type to the values it denotes. An environment ω soundly abstracts a
state 𝑇 , written ω |= 𝑇 , when 𝑇 (𝑀) → 𝑈 (ω(𝑀)) for all 𝑀 .

Abstract Semantics. The abstract semantics mirrors the con-
crete one, but computes on type environments. It comprises a state-
ment transformer and an expression abstraction:

S↘̂≃⇐ : TyEnv ⇔ TyEnv E↘̂≃⇐ : TyEnv ⇔ CompTy

A completion constructor sets its variable to normal or abrupt, and
a call 𝑀 := 𝐿 (. . .) to 𝑉 (𝑁), the completion type of 𝐿 ’s declared return
type 𝑁 (via a !xed map 𝑉 : Ty ⇔ CompTy). Every expression yields
⇑ except a variable, which keeps its environment type. The only
rule of interest is the conditional, which re!nes the environment

4. If innerResult is a normal completion, then

    a. Let return be innerResult.[[Value]]. 
    b. If return is undefined, return ? completion 
    c. Set innerResult to Call(...).

  if (innerResult_flag) { 
    ... 

  }

completion : 

innerResult : normal

<latexit sha1_base64="9cUQY3AHWE7aVY7TNpkYSBRnlIA="></latexit>→
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Figure 4: Overall structure of MiniPoly.

logic. The compiler then seamlessly integrates these optimized
implementations while preserving the semantics.

3 Overall Structure of MiniPoly
As illustrated in Figure 4, MiniPoly compiles the ECMA-262 speci-
!cation into a JavaScript poly!ll through four components:

Spec Parser. MiniPoly begins by leveraging an existing tool,
ESMeta [36], to parse natural-language algorithmic steps in ECMA-
262 into a structured Abstract Syntax Tree (AST) representation.

Rule-based Optimizer (§5). To address inherent algorithmic
ine"ciencies, the Rule-based Optimizer applies developer-provided
rewrite rules to the parsed AST, each matching a speci!cation pat-
tern and rewriting it into an e"cient equivalent. Beyond structural
matching, rules add symbolic path-based constraints via a where
clause and support nested sub-rules for multi-level transformations,
letting users precisely target suboptimal speci!cation patterns.

Completion Type Analyzer (§4.2). To bridge the semantic
gap between the speci!cation and native JavaScript,MiniPolymust
resolve completion records, the speci!cation-internal representation
of control #ow. The Completion Type Analyzer performs a #ow-
sensitive static analysis that infers the completion type of each
value (i.e., a normal completion, an abrupt completion, or a bare
value).

Spec-to-JS Translator (§4.3). Guided by the analysis, the Spec-
to-JS Translator performs a context-aware translation that lowers
the speci!cation directly to JavaScript. It emits completion-handling
code (e.g., try-catch) only where the analysis reports that a value
may be an abrupt completion, and translates the remaining con-
structs in a syntax-directed manner.

4 Eliminating Internal Control Flows for
Correct Spec-to-JS Translation

As motivated in §2.2, completion records cannot be translated di-
rectly to JavaScript.MiniPoly resolves them in two stages. First, a
completion type analysis statically infers the completion type of each
variable (i.e., a normal completion, an abrupt completion, or a bare
value). Then, a spec-to-JS translation lowers each abstract operation
to JavaScript, inserting completion-handling code (e.g., try-catch)
only where a value may actually be an abrupt completion. We for-
malize both stages over a small imperative core language and state
their soundness and correctness. The full semantics and proofs are
in the supplementary material.

4.1 Core Language
The core language captures the features of the speci!cation meta-
language relevant to completion records. Its grammar is as follows.

Operations 𝐿 → Op ::= 𝐿 (𝑀𝐿 : 𝑁𝐿 ) : 𝑁 { 𝑂; return 𝑀 }

Statements 𝑂 → Stmt ::= skip | 𝑀 := 𝑃 | 𝑀 := 𝐿 (𝑀1, . . . , 𝑀𝑀)
| 𝑀 := normal(𝑄) | 𝑀 := abrupt(𝑄)
| 𝑂1; 𝑂2 | if (𝑃) 𝑂 𝑂 | . . .

Expressions 𝑃 → Expr ::= 𝑅 | 𝑀 | 𝑃1 ↑ 𝑃2 | normal? 𝑀
| abrupt? 𝑀 | get(𝑀) | . . .

Values 𝑆 → Value ::= 𝑅 | normal(𝑅) | abrupt(𝑅) | . . .
Types 𝑁 → Ty ::= bool | num | normal↓𝑁↔

| abrupt↓𝑁↔ | 𝑁 ↗ 𝑁 | . . .
States 𝑇 → State = Var 𝐿 Value

An operation 𝐿 takes typed parameters, runs a statement, and re-
turns the value of a variable. The key feature is that completion
records appear at the value level: a value is a bare primitive 𝑅
(e.g., a boolean or number), a normal completion normal(𝑅), or
an abrupt completion abrupt(𝑅). Completions are constructed by
𝑀 := normal(𝑄) and 𝑀 := abrupt(𝑄), and inspected by normal? 𝑀 ,
abrupt? 𝑀 (testing the tag) and get(𝑀) (reading the payload). For
simplicity we assumeA-normal form [37] for completion constructs,
which therefore take only variable arguments, and sound type an-
notations. The language’s (standard) denotational semantics com-
prises O↘≃⇐ : Value⇒ 𝐿 Value for operations, S↘≃⇐ : State 𝐿
State for statements, and E↘≃⇐ : State 𝐿 Value for expressions.

4.2 Completion Type Analysis
The completion type analysis is a #ow-sensitive abstract interpreta-
tion that, at each program point, over-approximates the completion
type of every variable.

Abstract Domain. The analysis abstracts a value by a comple-
tion type from the four-point lattice below: normal (resp. abrupt)
means a normal (resp. abrupt) completion or a bare primitive, ⇑
means de!nitely a bare primitive, and ⇓ is no information. A type
environment ω assigns a completion type to each variable.

Type Environment ω → TyEnv = Var ⇔ CompTy

Completion Types 𝑁𝑁 → CompTy =




⇓

normal abrupt

⇑




The order ↖, join ↙, and meet ∝ are the lattice’s, lifted point-wise
to type environments. A concretization 𝑈 maps each completion
type to the values it denotes. An environment ω soundly abstracts a
state 𝑇 , written ω |= 𝑇 , when 𝑇 (𝑀) → 𝑈 (ω(𝑀)) for all 𝑀 .

Abstract Semantics. The abstract semantics mirrors the con-
crete one, but computes on type environments. It comprises a state-
ment transformer and an expression abstraction:

S↘̂≃⇐ : TyEnv ⇔ TyEnv E↘̂≃⇐ : TyEnv ⇔ CompTy

A completion constructor sets its variable to normal or abrupt, and
a call 𝑀 := 𝐿 (. . .) to 𝑉 (𝑁), the completion type of 𝐿 ’s declared return
type 𝑁 (via a !xed map 𝑉 : Ty ⇔ CompTy). Every expression yields
⇑ except a variable, which keeps its environment type. The only
rule of interest is the conditional, which re!nes the environment

4. If innerResult is a normal completion, then

    a. Let return be innerResult.[[Value]]. 
    b. If return is undefined, return ? completion 
    c. Set innerResult to Call(...).

  if (innerResult_flag) { 
    ... 
    if (_return === undefined) { 
      if (completion_flag) return completion; 
      else                 throw  completion; 
    } 

  }

completion : 

innerResult : normal

<latexit sha1_base64="9cUQY3AHWE7aVY7TNpkYSBRnlIA="></latexit>→

Completion
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Figure 4: Overall structure of MiniPoly.

logic. The compiler then seamlessly integrates these optimized
implementations while preserving the semantics.

3 Overall Structure of MiniPoly
As illustrated in Figure 4, MiniPoly compiles the ECMA-262 speci-
!cation into a JavaScript poly!ll through four components:

Spec Parser. MiniPoly begins by leveraging an existing tool,
ESMeta [36], to parse natural-language algorithmic steps in ECMA-
262 into a structured Abstract Syntax Tree (AST) representation.

Rule-based Optimizer (§5). To address inherent algorithmic
ine"ciencies, the Rule-based Optimizer applies developer-provided
rewrite rules to the parsed AST, each matching a speci!cation pat-
tern and rewriting it into an e"cient equivalent. Beyond structural
matching, rules add symbolic path-based constraints via a where
clause and support nested sub-rules for multi-level transformations,
letting users precisely target suboptimal speci!cation patterns.

Completion Type Analyzer (§4.2). To bridge the semantic
gap between the speci!cation and native JavaScript,MiniPolymust
resolve completion records, the speci!cation-internal representation
of control #ow. The Completion Type Analyzer performs a #ow-
sensitive static analysis that infers the completion type of each
value (i.e., a normal completion, an abrupt completion, or a bare
value).

Spec-to-JS Translator (§4.3). Guided by the analysis, the Spec-
to-JS Translator performs a context-aware translation that lowers
the speci!cation directly to JavaScript. It emits completion-handling
code (e.g., try-catch) only where the analysis reports that a value
may be an abrupt completion, and translates the remaining con-
structs in a syntax-directed manner.

4 Eliminating Internal Control Flows for
Correct Spec-to-JS Translation

As motivated in §2.2, completion records cannot be translated di-
rectly to JavaScript.MiniPoly resolves them in two stages. First, a
completion type analysis statically infers the completion type of each
variable (i.e., a normal completion, an abrupt completion, or a bare
value). Then, a spec-to-JS translation lowers each abstract operation
to JavaScript, inserting completion-handling code (e.g., try-catch)
only where a value may actually be an abrupt completion. We for-
malize both stages over a small imperative core language and state
their soundness and correctness. The full semantics and proofs are
in the supplementary material.

4.1 Core Language
The core language captures the features of the speci!cation meta-
language relevant to completion records. Its grammar is as follows.

Operations 𝐿 → Op ::= 𝐿 (𝑀𝐿 : 𝑁𝐿 ) : 𝑁 { 𝑂; return 𝑀 }

Statements 𝑂 → Stmt ::= skip | 𝑀 := 𝑃 | 𝑀 := 𝐿 (𝑀1, . . . , 𝑀𝑀)
| 𝑀 := normal(𝑄) | 𝑀 := abrupt(𝑄)
| 𝑂1; 𝑂2 | if (𝑃) 𝑂 𝑂 | . . .

Expressions 𝑃 → Expr ::= 𝑅 | 𝑀 | 𝑃1 ↑ 𝑃2 | normal? 𝑀
| abrupt? 𝑀 | get(𝑀) | . . .

Values 𝑆 → Value ::= 𝑅 | normal(𝑅) | abrupt(𝑅) | . . .
Types 𝑁 → Ty ::= bool | num | normal↓𝑁↔

| abrupt↓𝑁↔ | 𝑁 ↗ 𝑁 | . . .
States 𝑇 → State = Var 𝐿 Value

An operation 𝐿 takes typed parameters, runs a statement, and re-
turns the value of a variable. The key feature is that completion
records appear at the value level: a value is a bare primitive 𝑅
(e.g., a boolean or number), a normal completion normal(𝑅), or
an abrupt completion abrupt(𝑅). Completions are constructed by
𝑀 := normal(𝑄) and 𝑀 := abrupt(𝑄), and inspected by normal? 𝑀 ,
abrupt? 𝑀 (testing the tag) and get(𝑀) (reading the payload). For
simplicity we assumeA-normal form [37] for completion constructs,
which therefore take only variable arguments, and sound type an-
notations. The language’s (standard) denotational semantics com-
prises O↘≃⇐ : Value⇒ 𝐿 Value for operations, S↘≃⇐ : State 𝐿
State for statements, and E↘≃⇐ : State 𝐿 Value for expressions.

4.2 Completion Type Analysis
The completion type analysis is a #ow-sensitive abstract interpreta-
tion that, at each program point, over-approximates the completion
type of every variable.

Abstract Domain. The analysis abstracts a value by a comple-
tion type from the four-point lattice below: normal (resp. abrupt)
means a normal (resp. abrupt) completion or a bare primitive, ⇑
means de!nitely a bare primitive, and ⇓ is no information. A type
environment ω assigns a completion type to each variable.

Type Environment ω → TyEnv = Var ⇔ CompTy

Completion Types 𝑁𝑁 → CompTy =




⇓

normal abrupt

⇑




The order ↖, join ↙, and meet ∝ are the lattice’s, lifted point-wise
to type environments. A concretization 𝑈 maps each completion
type to the values it denotes. An environment ω soundly abstracts a
state 𝑇 , written ω |= 𝑇 , when 𝑇 (𝑀) → 𝑈 (ω(𝑀)) for all 𝑀 .

Abstract Semantics. The abstract semantics mirrors the con-
crete one, but computes on type environments. It comprises a state-
ment transformer and an expression abstraction:

S↘̂≃⇐ : TyEnv ⇔ TyEnv E↘̂≃⇐ : TyEnv ⇔ CompTy

A completion constructor sets its variable to normal or abrupt, and
a call 𝑀 := 𝐿 (. . .) to 𝑉 (𝑁), the completion type of 𝐿 ’s declared return
type 𝑁 (via a !xed map 𝑉 : Ty ⇔ CompTy). Every expression yields
⇑ except a variable, which keeps its environment type. The only
rule of interest is the conditional, which re!nes the environment

4. If innerResult is a normal completion, then

    a. Let return be innerResult.[[Value]]. 
    b. If return is undefined, return ? completion 
    c. Set innerResult to Call(...).

  if (innerResult_flag) { 
    ... 
    if (_return === undefined) { 
      if (completion_flag) return completion; 
      else                 throw  completion; 
    } 
    try { innerResult = Call(...); innerResult_flag = true; } catch ... 
  }

innerResult : 
<latexit sha1_base64="9cUQY3AHWE7aVY7TNpkYSBRnlIA="></latexit>→

completion : 

innerResult : normal

<latexit sha1_base64="9cUQY3AHWE7aVY7TNpkYSBRnlIA="></latexit>→

Completion



/ 54MiniPoly: Extraction of JavaScript Polyfill from Language Specification 19

Solution 1 - Completion Type Analysis

ASE ’26, October 12–16, 2026, Munich, Germany Jungwoong Kim, Youngmin Cho, and Jihyeok Park

Figure 4: Overall structure of MiniPoly.

logic. The compiler then seamlessly integrates these optimized
implementations while preserving the semantics.

3 Overall Structure of MiniPoly
As illustrated in Figure 4, MiniPoly compiles the ECMA-262 speci-
!cation into a JavaScript poly!ll through four components:

Spec Parser. MiniPoly begins by leveraging an existing tool,
ESMeta [36], to parse natural-language algorithmic steps in ECMA-
262 into a structured Abstract Syntax Tree (AST) representation.

Rule-based Optimizer (§5). To address inherent algorithmic
ine"ciencies, the Rule-based Optimizer applies developer-provided
rewrite rules to the parsed AST, each matching a speci!cation pat-
tern and rewriting it into an e"cient equivalent. Beyond structural
matching, rules add symbolic path-based constraints via a where
clause and support nested sub-rules for multi-level transformations,
letting users precisely target suboptimal speci!cation patterns.

Completion Type Analyzer (§4.2). To bridge the semantic
gap between the speci!cation and native JavaScript,MiniPolymust
resolve completion records, the speci!cation-internal representation
of control #ow. The Completion Type Analyzer performs a #ow-
sensitive static analysis that infers the completion type of each
value (i.e., a normal completion, an abrupt completion, or a bare
value).

Spec-to-JS Translator (§4.3). Guided by the analysis, the Spec-
to-JS Translator performs a context-aware translation that lowers
the speci!cation directly to JavaScript. It emits completion-handling
code (e.g., try-catch) only where the analysis reports that a value
may be an abrupt completion, and translates the remaining con-
structs in a syntax-directed manner.

4 Eliminating Internal Control Flows for
Correct Spec-to-JS Translation

As motivated in §2.2, completion records cannot be translated di-
rectly to JavaScript.MiniPoly resolves them in two stages. First, a
completion type analysis statically infers the completion type of each
variable (i.e., a normal completion, an abrupt completion, or a bare
value). Then, a spec-to-JS translation lowers each abstract operation
to JavaScript, inserting completion-handling code (e.g., try-catch)
only where a value may actually be an abrupt completion. We for-
malize both stages over a small imperative core language and state
their soundness and correctness. The full semantics and proofs are
in the supplementary material.

4.1 Core Language
The core language captures the features of the speci!cation meta-
language relevant to completion records. Its grammar is as follows.

Operations 𝐿 → Op ::= 𝐿 (𝑀𝐿 : 𝑁𝐿 ) : 𝑁 { 𝑂; return 𝑀 }

Statements 𝑂 → Stmt ::= skip | 𝑀 := 𝑃 | 𝑀 := 𝐿 (𝑀1, . . . , 𝑀𝑀)
| 𝑀 := normal(𝑄) | 𝑀 := abrupt(𝑄)
| 𝑂1; 𝑂2 | if (𝑃) 𝑂 𝑂 | . . .

Expressions 𝑃 → Expr ::= 𝑅 | 𝑀 | 𝑃1 ↑ 𝑃2 | normal? 𝑀
| abrupt? 𝑀 | get(𝑀) | . . .

Values 𝑆 → Value ::= 𝑅 | normal(𝑅) | abrupt(𝑅) | . . .
Types 𝑁 → Ty ::= bool | num | normal↓𝑁↔

| abrupt↓𝑁↔ | 𝑁 ↗ 𝑁 | . . .
States 𝑇 → State = Var 𝐿 Value

An operation 𝐿 takes typed parameters, runs a statement, and re-
turns the value of a variable. The key feature is that completion
records appear at the value level: a value is a bare primitive 𝑅
(e.g., a boolean or number), a normal completion normal(𝑅), or
an abrupt completion abrupt(𝑅). Completions are constructed by
𝑀 := normal(𝑄) and 𝑀 := abrupt(𝑄), and inspected by normal? 𝑀 ,
abrupt? 𝑀 (testing the tag) and get(𝑀) (reading the payload). For
simplicity we assumeA-normal form [37] for completion constructs,
which therefore take only variable arguments, and sound type an-
notations. The language’s (standard) denotational semantics com-
prises O↘≃⇐ : Value⇒ 𝐿 Value for operations, S↘≃⇐ : State 𝐿
State for statements, and E↘≃⇐ : State 𝐿 Value for expressions.

4.2 Completion Type Analysis
The completion type analysis is a #ow-sensitive abstract interpreta-
tion that, at each program point, over-approximates the completion
type of every variable.

Abstract Domain. The analysis abstracts a value by a comple-
tion type from the four-point lattice below: normal (resp. abrupt)
means a normal (resp. abrupt) completion or a bare primitive, ⇑
means de!nitely a bare primitive, and ⇓ is no information. A type
environment ω assigns a completion type to each variable.

Type Environment ω → TyEnv = Var ⇔ CompTy

Completion Types 𝑁𝑁 → CompTy =




⇓

normal abrupt

⇑




The order ↖, join ↙, and meet ∝ are the lattice’s, lifted point-wise
to type environments. A concretization 𝑈 maps each completion
type to the values it denotes. An environment ω soundly abstracts a
state 𝑇 , written ω |= 𝑇 , when 𝑇 (𝑀) → 𝑈 (ω(𝑀)) for all 𝑀 .

Abstract Semantics. The abstract semantics mirrors the con-
crete one, but computes on type environments. It comprises a state-
ment transformer and an expression abstraction:

S↘̂≃⇐ : TyEnv ⇔ TyEnv E↘̂≃⇐ : TyEnv ⇔ CompTy

A completion constructor sets its variable to normal or abrupt, and
a call 𝑀 := 𝐿 (. . .) to 𝑉 (𝑁), the completion type of 𝐿 ’s declared return
type 𝑁 (via a !xed map 𝑉 : Ty ⇔ CompTy). Every expression yields
⇑ except a variable, which keeps its environment type. The only
rule of interest is the conditional, which re!nes the environment

5. If completion is a throw completion, return ? completion. 
6. If innerResult is a throw completion, return ? innerResult.

... 
8. Return ? completion.

completion : abrupt

innerResult : abrupt

completion : normal

  if (!completion_flag)  throw completion; 

  if (!innerResult_flag) throw innerResult; 
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logic. The compiler then seamlessly integrates these optimized
implementations while preserving the semantics.

3 Overall Structure of MiniPoly
As illustrated in Figure 4, MiniPoly compiles the ECMA-262 speci-
!cation into a JavaScript poly!ll through four components:

Spec Parser. MiniPoly begins by leveraging an existing tool,
ESMeta [36], to parse natural-language algorithmic steps in ECMA-
262 into a structured Abstract Syntax Tree (AST) representation.

Rule-based Optimizer (§5). To address inherent algorithmic
ine"ciencies, the Rule-based Optimizer applies developer-provided
rewrite rules to the parsed AST, each matching a speci!cation pat-
tern and rewriting it into an e"cient equivalent. Beyond structural
matching, rules add symbolic path-based constraints via a where
clause and support nested sub-rules for multi-level transformations,
letting users precisely target suboptimal speci!cation patterns.

Completion Type Analyzer (§4.2). To bridge the semantic
gap between the speci!cation and native JavaScript,MiniPolymust
resolve completion records, the speci!cation-internal representation
of control #ow. The Completion Type Analyzer performs a #ow-
sensitive static analysis that infers the completion type of each
value (i.e., a normal completion, an abrupt completion, or a bare
value).

Spec-to-JS Translator (§4.3). Guided by the analysis, the Spec-
to-JS Translator performs a context-aware translation that lowers
the speci!cation directly to JavaScript. It emits completion-handling
code (e.g., try-catch) only where the analysis reports that a value
may be an abrupt completion, and translates the remaining con-
structs in a syntax-directed manner.

4 Eliminating Internal Control Flows for
Correct Spec-to-JS Translation

As motivated in §2.2, completion records cannot be translated di-
rectly to JavaScript.MiniPoly resolves them in two stages. First, a
completion type analysis statically infers the completion type of each
variable (i.e., a normal completion, an abrupt completion, or a bare
value). Then, a spec-to-JS translation lowers each abstract operation
to JavaScript, inserting completion-handling code (e.g., try-catch)
only where a value may actually be an abrupt completion. We for-
malize both stages over a small imperative core language and state
their soundness and correctness. The full semantics and proofs are
in the supplementary material.

4.1 Core Language
The core language captures the features of the speci!cation meta-
language relevant to completion records. Its grammar is as follows.

Operations 𝐿 → Op ::= 𝐿 (𝑀𝐿 : 𝑁𝐿 ) : 𝑁 { 𝑂; return 𝑀 }

Statements 𝑂 → Stmt ::= skip | 𝑀 := 𝑃 | 𝑀 := 𝐿 (𝑀1, . . . , 𝑀𝑀)
| 𝑀 := normal(𝑄) | 𝑀 := abrupt(𝑄)
| 𝑂1; 𝑂2 | if (𝑃) 𝑂 𝑂 | . . .

Expressions 𝑃 → Expr ::= 𝑅 | 𝑀 | 𝑃1 ↑ 𝑃2 | normal? 𝑀
| abrupt? 𝑀 | get(𝑀) | . . .

Values 𝑆 → Value ::= 𝑅 | normal(𝑅) | abrupt(𝑅) | . . .
Types 𝑁 → Ty ::= bool | num | normal↓𝑁↔

| abrupt↓𝑁↔ | 𝑁 ↗ 𝑁 | . . .
States 𝑇 → State = Var 𝐿 Value

An operation 𝐿 takes typed parameters, runs a statement, and re-
turns the value of a variable. The key feature is that completion
records appear at the value level: a value is a bare primitive 𝑅
(e.g., a boolean or number), a normal completion normal(𝑅), or
an abrupt completion abrupt(𝑅). Completions are constructed by
𝑀 := normal(𝑄) and 𝑀 := abrupt(𝑄), and inspected by normal? 𝑀 ,
abrupt? 𝑀 (testing the tag) and get(𝑀) (reading the payload). For
simplicity we assumeA-normal form [37] for completion constructs,
which therefore take only variable arguments, and sound type an-
notations. The language’s (standard) denotational semantics com-
prises O↘≃⇐ : Value⇒ 𝐿 Value for operations, S↘≃⇐ : State 𝐿
State for statements, and E↘≃⇐ : State 𝐿 Value for expressions.

4.2 Completion Type Analysis
The completion type analysis is a #ow-sensitive abstract interpreta-
tion that, at each program point, over-approximates the completion
type of every variable.

Abstract Domain. The analysis abstracts a value by a comple-
tion type from the four-point lattice below: normal (resp. abrupt)
means a normal (resp. abrupt) completion or a bare primitive, ⇑
means de!nitely a bare primitive, and ⇓ is no information. A type
environment ω assigns a completion type to each variable.

Type Environment ω → TyEnv = Var ⇔ CompTy

Completion Types 𝑁𝑁 → CompTy =




⇓

normal abrupt

⇑




The order ↖, join ↙, and meet ∝ are the lattice’s, lifted point-wise
to type environments. A concretization 𝑈 maps each completion
type to the values it denotes. An environment ω soundly abstracts a
state 𝑇 , written ω |= 𝑇 , when 𝑇 (𝑀) → 𝑈 (ω(𝑀)) for all 𝑀 .

Abstract Semantics. The abstract semantics mirrors the con-
crete one, but computes on type environments. It comprises a state-
ment transformer and an expression abstraction:

S↘̂≃⇐ : TyEnv ⇔ TyEnv E↘̂≃⇐ : TyEnv ⇔ CompTy

A completion constructor sets its variable to normal or abrupt, and
a call 𝑀 := 𝐿 (. . .) to 𝑉 (𝑁), the completion type of 𝐿 ’s declared return
type 𝑁 (via a !xed map 𝑉 : Ty ⇔ CompTy). Every expression yields
⇑ except a variable, which keeps its environment type. The only
rule of interest is the conditional, which re!nes the environment

5. If completion is a throw completion, return ? completion. 
6. If innerResult is a throw completion, return ? innerResult.

... 
8. Return ? completion.

  if (!completion_flag)  throw completion; 

  if (!innerResult_flag) throw innerResult; 

  ... 

  return completion;

completion : abrupt

innerResult : abrupt

completion : normal
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function IteratorClose(iteratorRecord, completion, completion_flag) { 
  ... 
  try { var innerResult = GetMethod(...); var innerResult_flag = true; }  
  catch(e) { var innerResult = e; var innerResult_flag = false; } 
  if (innerResult_flag) { 
    ... 
    if (_return === undefined) { 
      if (completion_flag) return completion; 
      else                 throw  completion; 
    } 
    try { innerResult = Call(...); innerResult_flag = true; } catch ... 
  } 
  if (!completion_flag)  throw completion; 
  if (!innerResult_flag) throw innerResult; 
  ... 
  return completion; 
}
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Challenge 2- Efficiency
<latexit sha1_base64="WeM3/yNHzgMxPPZfTVEFs7HlRG8="></latexit>

O(n)

Set.prototype.add

<latexit sha1_base64="UsqsxOtfKpo+onBBdk90Pbe0YIA="></latexit>

O(1)vs.

Set.prototype.add ( value )

...

4. For each element e of S.[[SetData]], do

   a. If e is not EMPTY and SameValue(e, value) is true, then

   ...

Linear search

Set.prototype. delete ( value )

...

4. For each element e of S.[[SetData]], do

   a. If e is not EMPTY and SameValue(e, value) is true, then

   ...Set.prototype. has ( value )


...

4. For each element e of S.[[SetData]], do

   a. If e is not EMPTY and SameValue(e, value) is true, then

   ...

Set.prototype.delete

Set.prototype.has
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Solution 2 - Rewrite Rules
pattern: | 
  1. For each element {{ elem : var }} of {{ base : ref }}, do 
    1. If {{ elem }} is not EMPTY and SameValue({{ elem }}, 
          {{ value : var }}) is *true*, then 
      1. {{ body : step }} 

Set.prototype.add ( value )

...

4. For each element e of S.[[SetData]], do

   a. If e is not EMPTY and SameValue(e, value) is true, then

   ...

Set.prototype.add ( value )

...

4. For each element e of S.[[SetData]], do

   a. If e is not EMPTY and SameValue(e, value) is true, then

   ...

Set.prototype.add ( value )

...

4. For each element e of S.[[SetData]], do

   a. If e is not EMPTY and SameValue(e, value) is true, then

   ...
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Set.prototype.add ( value )

...

4. For each element e of S.[[SetData]], do

   a. If e is not EMPTY and SameValue(e, value) is true, then

   ...

Set.prototype.add ( value )

...

4. For each element e of S.[[SetData]], do

   a. If e is not EMPTY and SameValue(e, value) is true, then

   ...

Set.prototype.add ( value )

...

4. For each element e of S.[[SetData]], do

   a. If e is not EMPTY and SameValue(e, value) is true, then

   ...

24

Solution 2 - Rewrite Rules
pattern: | 
  1. For each element {{ elem : var }} of {{ base : ref }}, do 
    1. If {{ elem }} is not EMPTY and SameValue({{ elem }}, 
          {{ value : var }}) is *true*, then 
      1. {{ body : step }} 
where: 
  - isSetData(base) 
  - { isSetData: " _.[[SetData]] " } 



/ 54MiniPoly: Extraction of JavaScript Polyfill from Language Specification

Set.prototype.add ( value )

...

4. For each element e of S.[[SetData]], do

   a. If e is not EMPTY and SameValue(e, value) is true, then

   ...

Set.prototype.add ( value )

...

4. For each element e of S.[[SetData]], do

   a. If e is not EMPTY and SameValue(e, value) is true, then

   ...

25

Solution 2 - Rewrite Rules
pattern: | 
  1. For each element {{ elem : var }} of {{ base : ref }}, do 
    1. If {{ elem }} is not ~empty~ and SameValue({{ elem }}, 
          {{ value : var }}) is *true*, then 
      1. {{ body : step }} 
where: 
  - isSetData(base) 
  - { isSetData: " _.[[SetData]] " } 
replace: | 
  1. If SET_DATA_HAS({{ base }}, {{ value }}) is *true*, then 
    1. {{ body }}

Set.prototype.add ( value )

...

4. For each element e of S.[[SetData]], do

   a. If e is not EMPTY and SameValue(e, value) is true, then

   ...

function Set.prototype.add(value) { 
  ... 
  if (SET_DATA_HAS(S.SetData, value) 
      === true) { 
    ... 
  } 
}
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MiniPoly - Overall Structure

ECMA-262 
(JS Spec.)

Mech. Spec. 
Extractor

Spec-to-JS 
Translator

Mechanized 
Specification Polyfill

Polyfill 
Developer

Completion 
Type Analyzer

Completion 
Types

Rewrite 
Rules

Rule-based 
Optimizer
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• Target 89 built-in APIs in ES2025


• Baselines - core-js and es-shims (final release versions of 2025)


• Research Questions 

RQ1) Correctness 

RQ2) Reduced Manual Effort 

RQ3) Speed 

RQ4) Forward Compatibility 

RQ5) Real-World Usability

Evaluation

27
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RQ1) Correctness

28

Inherently impossible test cases 
passed by Polyfill implementation

• Tested by Test262 - official conformance tests


• (# of Fail) core-js - 172 / es-shims - 1,058 / MiniPoly - 16
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Table 1: Correctness and execution time. Pass (%) shows passed Test262 tests and rates; Time is in seconds. † es-shims evaluated
on supported subset, and (–) indicates unsupported built-ins.

Native core-js es-shims† MiniPoly Minipoly-opt

Category # Built-ins Tests Pass (%) Time Pass (%) Time Pass (%) Time Pass (%) Time Pass (%) Time

Array 24 4,713 4,713 (100.0) 45.8s 4,617 (98.0) 54.3s 4,365 (95.1) 81.5s 4,713 (100.0) 49.2s 4,713 (100.0) 51.5s
String 12 638 638 (100.0) 10.7s 616 (96.6) 11.0s 612 (95.9) 12.4s 638 (100.0) 9.7s 638 (100.0) 9.5s
Set 18 748 748 (100.0) 12.5s 710 (94.9) 16.1s 698 (93.8) 17.3s 746 (99.7) 13.8s 746 (99.7) 14.4s
Map 12 322 322 (100.0) 6.5s 298 (92.5) 8.8s 258 (80.1) 8.4s 320 (99.4) 7.5s 320 (99.4) 7.7s
WeakMap 5 198 198 (100.0) 3.1s 168 (84.8) 3.9s – – 196 (99.0) 3.6s 196 (99.0) 3.5s
WeakSet 5 166 166 (100.0) 3.5s 142 (85.5) 3.9s – – 164 (98.8) 3.8s 164 (98.8) 3.1s
Promise 13 1,264 1,264 (100.0) 15.4s 1,154 (91.3) 21.6s 0 (0.0) 10.9s 1,256 (99.4) 18.5s 1,256 (99.4) 18.9s

Total 89 8,049 8,049 (100.0) 97.5s 7,705 (95.7) 119.5s 5,933 (87.4) 130.5s 8,033 (99.8) 106.1s 8,033 (99.8) 108.7s

within a single realm, they cannot intercept engine-level cross-
realm identity checks; consequently, all three tools fail identically.
The 12 failures consist of 2 tests each for Set, Map, WeakSet, and
WeakMap, and 4 tests for Promise.

List-as-Array modeling (all poly!lls, 4 tests). The speci!-
cation’s internal List data structure lacks a prototype chain, yet
poly!lls are forced to approximate it using native Array objects.
Since these tests intentionally pollute Array.prototype, poly!lls
using Array to model internal List inevitably fail. For example, the
tests inject a throwing setter to intercept index assignments:
Object.defineProperty(Array.prototype, 0, {

set: function() { throw new Test262Error(/* ... */); } });

Failures in es-shims. es-shims is no longer activelymaintained:
ES2025 Set/Map methods are unavailable and several poly!lls have
fallen behind speci!cation updates, yielding 87.4% pass rate on the
supported subset. Thus, we focus on the root causes of the failures
in core-js rather than es-shims.

Failures in core-js. Beyond the 16 failures shared by all poly-
!lls, core-js fails an additional 288 tests. The largest class of fail-
ures (158 tests) relates to the [[Construct]] internal method: the
speci!cation requires built-in methods to be non-constructable,
whereas core-js implements them as ordinary function expressions.
MiniPoly avoids this violation by emitting ES6+ arrow functions
and concise methods, which are natively non-constructable.2 Ta-
ble 2 lists the remaining failures.

A: Call Array.prototype setter. The speci!cation often forces to
use CreateDataPropertyOrThrow for array element assignment,
which bypasses the prototype chain. However, core-js v3.47 used
direct index assignment instead:
if (IS_MAP) target[index] = result; // core-js v3.47

The direct assignment triggers setters on Array.prototype, caus-
ing 46 test failures across the six methods listed in Table 2. We
reported this bug to the core-js repository,3 and !xed in v3.48:
createProperty(target, index, result); // core-js v3.48

2This guarantee is naturally lost if MiniPoly’s output is further transpiled to ES5 (e.g.,
via Babel [3]), as ES6+ methods are lowered back to ordinary function expressions.
3Anonymized link that will be replaced after publication.

Table 2: core-js v3.47 failures beyond the 16 all shared failures
and 158 tests related to [[Construct]].

# Built-in Root Cause

A1 Array.prototype.map

Call Array.prototype setter

A2 Array.prototype.filter
A3 Array.prototype.flat
A4 Array.prototype.flatMap
A5 Array.prototype.toReversed
A6 Array.prototype.with

B1 Array.from

Mishandle IteratorClose

B2 Promise.all
B3 Promise.allSettled
B4 Promise.race
B5 Promise.any
B6 Set.prototype.isDisjointFrom
B7 Set.prototype.isSupersetOf

C1 Array.prototype.flat Incorrect length assignmentC2 Array.prototype.flatMap

B: Mishandle IteratorClose.When iteration terminates early,
ECMA-262 requires closing the iterator via IteratorClose. For Set
methods (B6–7), while core-js contains an explicit iteratorClose
implementation, it accidentally passed a wrong object iterator
instead of iterator.iterator to the method:

iteratorClose(iterator, 'normal', false); // v3.47

iteratorClose(iterator.iterator, 'normal', false); // v3.49

It causes a silent skipping of the close operation. For Promise combi-
nators (B2–4), core-js incorrectly modeled completion propagation
regarding IteratorClose. All these failures were !xed in v3.49.

C: Incorrect length assignment. For flat and flatMap (C1–2),
core-js incorrectly assigned the numeric return value of the internal
flattenIntoArray operation to the new array’s length property:

A.length = flattenIntoArray(A, /* ... */); // v3.47

We reported this bug to the core-js repository as well in the same
pull request as the previous one, and !xed in v3.48:
flattenIntoArray(A, /* ... */); // v3.48
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Table 1: Correctness and execution time. Pass (%) shows passed Test262 tests and rates; Time is in seconds. † es-shims evaluated
on supported subset, and (–) indicates unsupported built-ins.

Native core-js es-shims† MiniPoly Minipoly-opt

Category # Built-ins Tests Pass (%) Time Pass (%) Time Pass (%) Time Pass (%) Time Pass (%) Time

Array 24 4,713 4,713 (100.0) 45.8s 4,617 (98.0) 54.3s 4,365 (95.1) 81.5s 4,713 (100.0) 49.2s 4,713 (100.0) 51.5s
String 12 638 638 (100.0) 10.7s 616 (96.6) 11.0s 612 (95.9) 12.4s 638 (100.0) 9.7s 638 (100.0) 9.5s
Set 18 748 748 (100.0) 12.5s 710 (94.9) 16.1s 698 (93.8) 17.3s 746 (99.7) 13.8s 746 (99.7) 14.4s
Map 12 322 322 (100.0) 6.5s 298 (92.5) 8.8s 258 (80.1) 8.4s 320 (99.4) 7.5s 320 (99.4) 7.7s
WeakMap 5 198 198 (100.0) 3.1s 168 (84.8) 3.9s – – 196 (99.0) 3.6s 196 (99.0) 3.5s
WeakSet 5 166 166 (100.0) 3.5s 142 (85.5) 3.9s – – 164 (98.8) 3.8s 164 (98.8) 3.1s
Promise 13 1,264 1,264 (100.0) 15.4s 1,154 (91.3) 21.6s 0 (0.0) 10.9s 1,256 (99.4) 18.5s 1,256 (99.4) 18.9s

Total 89 8,049 8,049 (100.0) 97.5s 7,705 (95.7) 119.5s 5,933 (87.4) 130.5s 8,033 (99.8) 106.1s 8,033 (99.8) 108.7s

within a single realm, they cannot intercept engine-level cross-
realm identity checks; consequently, all three tools fail identically.
The 12 failures consist of 2 tests each for Set, Map, WeakSet, and
WeakMap, and 4 tests for Promise.

List-as-Array modeling (all poly!lls, 4 tests). The speci!-
cation’s internal List data structure lacks a prototype chain, yet
poly!lls are forced to approximate it using native Array objects.
Since these tests intentionally pollute Array.prototype, poly!lls
using Array to model internal List inevitably fail. For example, the
tests inject a throwing setter to intercept index assignments:
Object.defineProperty(Array.prototype, 0, {

set: function() { throw new Test262Error(/* ... */); } });

Failures in es-shims. es-shims is no longer activelymaintained:
ES2025 Set/Map methods are unavailable and several poly!lls have
fallen behind speci!cation updates, yielding 87.4% pass rate on the
supported subset. Thus, we focus on the root causes of the failures
in core-js rather than es-shims.

Failures in core-js. Beyond the 16 failures shared by all poly-
!lls, core-js fails an additional 288 tests. The largest class of fail-
ures (158 tests) relates to the [[Construct]] internal method: the
speci!cation requires built-in methods to be non-constructable,
whereas core-js implements them as ordinary function expressions.
MiniPoly avoids this violation by emitting ES6+ arrow functions
and concise methods, which are natively non-constructable.2 Ta-
ble 2 lists the remaining failures.

A: Call Array.prototype setter. The speci!cation often forces to
use CreateDataPropertyOrThrow for array element assignment,
which bypasses the prototype chain. However, core-js v3.47 used
direct index assignment instead:
if (IS_MAP) target[index] = result; // core-js v3.47

The direct assignment triggers setters on Array.prototype, caus-
ing 46 test failures across the six methods listed in Table 2. We
reported this bug to the core-js repository,3 and !xed in v3.48:
createProperty(target, index, result); // core-js v3.48

2This guarantee is naturally lost if MiniPoly’s output is further transpiled to ES5 (e.g.,
via Babel [3]), as ES6+ methods are lowered back to ordinary function expressions.
3Anonymized link that will be replaced after publication.

Table 2: core-js v3.47 failures beyond the 16 all shared failures
and 158 tests related to [[Construct]].

# Built-in Root Cause

A1 Array.prototype.map

Call Array.prototype setter

A2 Array.prototype.filter
A3 Array.prototype.flat
A4 Array.prototype.flatMap
A5 Array.prototype.toReversed
A6 Array.prototype.with

B1 Array.from

Mishandle IteratorClose

B2 Promise.all
B3 Promise.allSettled
B4 Promise.race
B5 Promise.any
B6 Set.prototype.isDisjointFrom
B7 Set.prototype.isSupersetOf

C1 Array.prototype.flat Incorrect length assignmentC2 Array.prototype.flatMap

B: Mishandle IteratorClose.When iteration terminates early,
ECMA-262 requires closing the iterator via IteratorClose. For Set
methods (B6–7), while core-js contains an explicit iteratorClose
implementation, it accidentally passed a wrong object iterator
instead of iterator.iterator to the method:

iteratorClose(iterator, 'normal', false); // v3.47

iteratorClose(iterator.iterator, 'normal', false); // v3.49

It causes a silent skipping of the close operation. For Promise combi-
nators (B2–4), core-js incorrectly modeled completion propagation
regarding IteratorClose. All these failures were !xed in v3.49.

C: Incorrect length assignment. For flat and flatMap (C1–2),
core-js incorrectly assigned the numeric return value of the internal
flattenIntoArray operation to the new array’s length property:

A.length = flattenIntoArray(A, /* ... */); // v3.47

We reported this bug to the core-js repository as well in the same
pull request as the previous one, and !xed in v3.48:
flattenIntoArray(A, /* ... */); // v3.48

7
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RQ2) Reduced Manual Effort

9.04%
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Table 2: core-js v3.47 failures beyond the 16 failures shared
by all poly!lls and the 158 tests related to [[Construct]].

# Built-in Root Cause

A1 Array.prototype.map

Call Array.prototype setter

A2 Array.prototype.filter
A3 Array.prototype.flat
A4 Array.prototype.flatMap
A5 Array.prototype.toReversed
A6 Array.prototype.with

B1 Array.from

Mishandle IteratorClose

B2 Promise.all
B3 Promise.allSettled
B4 Promise.race
B5 Promise.any
B6 Set.prototype.isDisjointFrom
B7 Set.prototype.isSupersetOf

C1 Array.prototype.flat Incorrect length assignmentC2 Array.prototype.flatMap

Failures in es-shims. In the releases we evaluate, es-shims
does not provide the ES2025 Set/Map methods, and its pass rate on
the supported subset is 90.9%. Thus, we focus on the root causes of
the failures in core-js rather than es-shims.

Failures in core-js. Beyond the 16 failures shared by all poly-
!lls, core-js fails 328 additional tests. The largest category, com-
prising 158 tests, is related to the [[Construct]] internal method.
The speci!cation requires built-in methods to be non-constructable,
but core-js implements them as ordinary function expressions,
which are constructable.MiniPoly avoids this violation by emitting
arrow functions and concise methods, both of which are natively
non-constructable.1 The remaining 170 failures are discussed below
and summarized in Table 2.

A: Call Array.prototype setter. The speci!cation assigns array
elements with CreateDataPropertyOrThrow, which bypasses the
prototype chain, but core-js v3.47 used direct index assignment.
This invokes setters on Array.prototype, causing 46 test failures
across the six methods in Table 2. We reported this bug to core-
js [6], and it was !xed in v3.48:
if (IS_MAP) target[index] = result; // v3.47

createProperty(target, index, result); // v3.48

B: Mishandle IteratorClose.When iteration terminates early,
ECMA-262 requires the iterator to be closed via IteratorClose.
For Set methods (B6–7), although core-js contains an explicit
iteratorClose implementation, it mistakenly passed iterator
rather than iterator.iterator to the method:

iteratorClose(iterator, 'normal', false); // v3.47

iteratorClose(iterator.iterator, 'normal', false); // v3.49

As a result, the close operation was silently skipped. For Promise
combinators (B2–4), core-js incorrectly handled completion prop-
agation regarding IteratorClose. All of these failures were !xed
in v3.49.

1This guarantee is naturally lost if MiniPoly’s output is further transpiled to ES5 (e.g.,
via Babel [2]), as ES6+ methods are lowered back to ordinary function expressions.

Table 3: Implementation size (LoC) per built-in object.

Baseline MiniPoly MiniPoly-opt

Object # core-js es-shims Auto Man. Auto Man. Rules

Array 24 2,298 8,978 1,332 317
String 12 1,281 6,885 418 130

Set 18 2,313 5,880 864 190 861 283 114 (11)WeakSet 5 1,882 – 387 123 379 214

Map 12 1,986 3,062 756 217 747 327 81 (6)WeakMap 5 2,034 – 446 115 436 231

Promise 13 2,518 8,031 1,511 203

Total† 89 14,312 32,836 5,714 1,295 5,684 1,705 195 (17)
† AOs shared by multiple built-ins are counted repeatedly.

Figure 6: Cumulative functions across ECMA-262 editions.

C: Incorrect length assignment. For Array.prototype.flat and
Array.prototype.flatMap (C1–2), core-js incorrectly assigned
the numeric return value of the internal flattenIntoArray oper-
ation to the length property of the newly created array. We also
reported this bug to core-js in the same pull request discussed in
A, and it was !xed in v3.48:
A.length = flattenIntoArray(A, /* ... */); // v3.47

flattenIntoArray(A, /* ... */); // v3.48

6.2 RQ2: Automation
Among the 89 built-in methods across seven target objects,
MiniPoly automatically extracts all of them together with 51 of the
88 unique abstract operations (AOs) that they transitively reference,
generating 5,714 lines of JavaScript. AOs are internal, method-like
algorithms de!ned in the speci!cation that ECMAScript imple-
mentations are required to support. The remaining 37 AOs require
1,295 lines of manual implementation, resulting in an overall au-
tomation ratio of 81.5% (5,714/7,009 total LoC). We use lines of code
(LoC) as a proxy for manual e"ort, as it re#ects the code a developer
must write, keep in sync with the evolving speci!cation, and debug.
This total counts shared AOs per built-in; deduplicated, it is only
492 LoC. Of the 37 manually implemented AOs, 19 (144 LoC) are
for internal methods and slots, 3 (63 LoC) for realm semantics, and
2 (22 LoC) for host-de!ned operations; the remaining 13 (263 LoC)
arise from temporary ESMeta gaps.

Marginal cost of new built-ins. The automation ratio of 81.5%
does not fully capture the practical bene!t of MiniPoly. As Fig-
ure 6 illustrates, the manual AOs are almost entirely foundational

3.94%
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Table 2: core-js v3.47 failures beyond the 16 failures shared
by all poly!lls and the 158 tests related to [[Construct]].

# Built-in Root Cause

A1 Array.prototype.map

Call Array.prototype setter

A2 Array.prototype.filter
A3 Array.prototype.flat
A4 Array.prototype.flatMap
A5 Array.prototype.toReversed
A6 Array.prototype.with

B1 Array.from

Mishandle IteratorClose

B2 Promise.all
B3 Promise.allSettled
B4 Promise.race
B5 Promise.any
B6 Set.prototype.isDisjointFrom
B7 Set.prototype.isSupersetOf

C1 Array.prototype.flat Incorrect length assignmentC2 Array.prototype.flatMap

Failures in es-shims. In the releases we evaluate, es-shims
does not provide the ES2025 Set/Map methods, and its pass rate on
the supported subset is 90.9%. Thus, we focus on the root causes of
the failures in core-js rather than es-shims.

Failures in core-js. Beyond the 16 failures shared by all poly-
!lls, core-js fails 328 additional tests. The largest category, com-
prising 158 tests, is related to the [[Construct]] internal method.
The speci!cation requires built-in methods to be non-constructable,
but core-js implements them as ordinary function expressions,
which are constructable.MiniPoly avoids this violation by emitting
arrow functions and concise methods, both of which are natively
non-constructable.1 The remaining 170 failures are discussed below
and summarized in Table 2.

A: Call Array.prototype setter. The speci!cation assigns array
elements with CreateDataPropertyOrThrow, which bypasses the
prototype chain, but core-js v3.47 used direct index assignment.
This invokes setters on Array.prototype, causing 46 test failures
across the six methods in Table 2. We reported this bug to core-
js [6], and it was !xed in v3.48:
if (IS_MAP) target[index] = result; // v3.47

createProperty(target, index, result); // v3.48

B: Mishandle IteratorClose.When iteration terminates early,
ECMA-262 requires the iterator to be closed via IteratorClose.
For Set methods (B6–7), although core-js contains an explicit
iteratorClose implementation, it mistakenly passed iterator
rather than iterator.iterator to the method:

iteratorClose(iterator, 'normal', false); // v3.47

iteratorClose(iterator.iterator, 'normal', false); // v3.49

As a result, the close operation was silently skipped. For Promise
combinators (B2–4), core-js incorrectly handled completion prop-
agation regarding IteratorClose. All of these failures were !xed
in v3.49.

1This guarantee is naturally lost if MiniPoly’s output is further transpiled to ES5 (e.g.,
via Babel [2]), as ES6+ methods are lowered back to ordinary function expressions.

Table 3: Implementation size (LoC) per built-in object.

Baseline MiniPoly MiniPoly-opt

Object # core-js es-shims Auto Man. Auto Man. Rules

Array 24 2,298 8,978 1,332 317
String 12 1,281 6,885 418 130

Set 18 2,313 5,880 864 190 861 283 114 (11)WeakSet 5 1,882 – 387 123 379 214

Map 12 1,986 3,062 756 217 747 327 81 (6)WeakMap 5 2,034 – 446 115 436 231

Promise 13 2,518 8,031 1,511 203

Total† 89 14,312 32,836 5,714 1,295 5,684 1,705 195 (17)
† AOs shared by multiple built-ins are counted repeatedly.

Figure 6: Cumulative functions across ECMA-262 editions.

C: Incorrect length assignment. For Array.prototype.flat and
Array.prototype.flatMap (C1–2), core-js incorrectly assigned
the numeric return value of the internal flattenIntoArray oper-
ation to the length property of the newly created array. We also
reported this bug to core-js in the same pull request discussed in
A, and it was !xed in v3.48:
A.length = flattenIntoArray(A, /* ... */); // v3.47

flattenIntoArray(A, /* ... */); // v3.48

6.2 RQ2: Automation
Among the 89 built-in methods across seven target objects,
MiniPoly automatically extracts all of them together with 51 of the
88 unique abstract operations (AOs) that they transitively reference,
generating 5,714 lines of JavaScript. AOs are internal, method-like
algorithms de!ned in the speci!cation that ECMAScript imple-
mentations are required to support. The remaining 37 AOs require
1,295 lines of manual implementation, resulting in an overall au-
tomation ratio of 81.5% (5,714/7,009 total LoC). We use lines of code
(LoC) as a proxy for manual e"ort, as it re#ects the code a developer
must write, keep in sync with the evolving speci!cation, and debug.
This total counts shared AOs per built-in; deduplicated, it is only
492 LoC. Of the 37 manually implemented AOs, 19 (144 LoC) are
for internal methods and slots, 3 (63 LoC) for realm semantics, and
2 (22 LoC) for host-de!ned operations; the remaining 13 (263 LoC)
arise from temporary ESMeta gaps.

Marginal cost of new built-ins. The automation ratio of 81.5%
does not fully capture the practical bene!t of MiniPoly. As Fig-
ure 6 illustrates, the manual AOs are almost entirely foundational

5.79%
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Figure 7: Throughput (ops/sec) across collection types, operation categories, and sizes (𝐿 ). Dashed lines indicate MiniPoly
(unoptimized); solid lines indicateMiniPoly-opt. We average over 5 runs, and the shaded area represents the standard deviation.

work that is reused across all subsequent built-ins. The 89 built-in
methods share only 88 unique AOs, and after the initial editions
establish the base set, the number of additional AOs required by
later editions grows only gradually.

Comparison of manual implementation burden. For core-
js and es-shims, every line is written and maintained by devel-
opers (Table 3): 14,312 LoC and 32,836 LoC, respectively. With
MiniPoly, the developer’s actual manual burden is only 1,295 LoC,
a 11.1→ and 25.4→ reduction compared to core-js and es-shims,
respectively. The remaining 5,714 lines are entirely auto-generated
from the speci!cation. When the speci!cation evolves, only the
a"ected operations are regenerated, so just this small set of man-
ual AOs needs attention (§7). The manual cost for optimization is
similarly low: 1,705 LoC of additional JavaScript modeling for the
rule-based optimization and 195 LoC of 17 rewrite rules.

6.3 RQ3: Optimization
To evaluate the e"ectiveness of the DSL, we conduct a case study
that implements optimizations for (Weak)Set and (Weak)Map. To
replace linear index-based algorithms with fast-key-based algo-
rithms, we de!ne 11 rules for (Weak)Set and 6 rules for (Weak)Map
in 195 lines of YAML !les, together with 1,705 lines of JavaScript
code to model the optimized internal data structures and operations.
We also rewrite iteration patterns so that index-based accesses be-
come calls to the optimized operations, though this does not change
their asymptotic complexity.

Performance Measurement. We compare four implementa-
tions, core-js, es-shims,MiniPoly, andMiniPoly-opt (MiniPoly
with rule-based optimization), on custom throughput benchmarks
for each target method, varying the collection size 𝐿 from 50 to
10,000. To reduce measurement noise, we warm up for 500ms so
that JIT compilation and garbage collection stabilize.

Algorithmic Categorization. As summarized in Table 4, we
classify the target methods into three algorithmic categories:

(1) Simple: The speci!cation uses 𝑀 (𝐿 ) linear searches, which
our rewrite rules replace with 𝑀 (1) hash-based lookups.

(2) Iteration: Our rewrite rules replace the speci!cation’s index-
based list access with a custom linked-list traversal, preserving
insertion order while abstracting index-based operations.

(3) Composite: These operations combine iteration and lookups;
although they have no dedicated rewrite rules, they bene!t transi-
tively from the optimized simple/iteration operations they invoke.
Table 4: Algorithmic categorization of built-in methods.

Category Map / WeakMap Set / WeakSet

Simple delete, get, has, add, delete, has,
𝐿 (1) set, size size

Iteration clear, entries, clear, entries,
𝐿 (𝑀 ) forEach, keys, values forEach, keys, values

Composite constructor constructor, difference,
𝐿 (𝑀 → 𝑁 ) intersection, isDisjointFrom,

isSubsetOf, isSupersetOf,
symmetricDifference, union

Internal Data Structure. The rule-based optimization tem-
plates model keyed collections using a hash map indexed by a
fast-key function for 𝑀 (1) element access, combined with a doubly
linked list to preserve insertion order as required by the speci!-
cation. This is the same technique core-js uses internally. The
rewrite system is agnostic to the backing data structure: users may
supply any that satis!es the interface expected by the rules.

Results. Figure 7 shows the throughput across all objects, col-
lection types, and sizes.

(1) Simple.The unoptimizedMiniPoly exhibits𝑀 (𝐿 ) degradation:
throughput drops by two to three orders of magnitude as 𝐿 grows
from 50 to 10,000, con!rming that its linear-search semantics are
faithfully preserved but impractical. With rule-based optimization,
MiniPoly-opt maintains near-constant throughput, matching or
exceeding core-js and es-shims across all four types.
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Figure 7: Throughput (ops/sec) across collection types, operation categories, and sizes (𝐿 ). Dashed lines indicate MiniPoly
(unoptimized); solid lines indicateMiniPoly-opt. We average over 5 runs, and the shaded area represents the standard deviation.

work that is reused across all subsequent built-ins. The 89 built-in
methods share only 88 unique AOs, and after the initial editions
establish the base set, the number of additional AOs required by
later editions grows only gradually.

Comparison of manual implementation burden. For core-
js and es-shims, every line is written and maintained by devel-
opers (Table 3): 14,312 LoC and 32,836 LoC, respectively. With
MiniPoly, the developer’s actual manual burden is only 1,295 LoC,
a 11.1→ and 25.4→ reduction compared to core-js and es-shims,
respectively. The remaining 5,714 lines are entirely auto-generated
from the speci!cation. When the speci!cation evolves, only the
a"ected operations are regenerated, so just this small set of man-
ual AOs needs attention (§7). The manual cost for optimization is
similarly low: 1,705 LoC of additional JavaScript modeling for the
rule-based optimization and 195 LoC of 17 rewrite rules.

6.3 RQ3: Optimization
To evaluate the e"ectiveness of the DSL, we conduct a case study
that implements optimizations for (Weak)Set and (Weak)Map. To
replace linear index-based algorithms with fast-key-based algo-
rithms, we de!ne 11 rules for (Weak)Set and 6 rules for (Weak)Map
in 195 lines of YAML !les, together with 1,705 lines of JavaScript
code to model the optimized internal data structures and operations.
We also rewrite iteration patterns so that index-based accesses be-
come calls to the optimized operations, though this does not change
their asymptotic complexity.

Performance Measurement. We compare four implementa-
tions, core-js, es-shims,MiniPoly, andMiniPoly-opt (MiniPoly
with rule-based optimization), on custom throughput benchmarks
for each target method, varying the collection size 𝐿 from 50 to
10,000. To reduce measurement noise, we warm up for 500ms so
that JIT compilation and garbage collection stabilize.

Algorithmic Categorization. As summarized in Table 4, we
classify the target methods into three algorithmic categories:

(1) Simple: The speci!cation uses 𝑀 (𝐿 ) linear searches, which
our rewrite rules replace with 𝑀 (1) hash-based lookups.

(2) Iteration: Our rewrite rules replace the speci!cation’s index-
based list access with a custom linked-list traversal, preserving
insertion order while abstracting index-based operations.

(3) Composite: These operations combine iteration and lookups;
although they have no dedicated rewrite rules, they bene!t transi-
tively from the optimized simple/iteration operations they invoke.
Table 4: Algorithmic categorization of built-in methods.

Category Map / WeakMap Set / WeakSet

Simple delete, get, has, add, delete, has,
𝐿 (1) set, size size

Iteration clear, entries, clear, entries,
𝐿 (𝑀 ) forEach, keys, values forEach, keys, values

Composite constructor constructor, difference,
𝐿 (𝑀 → 𝑁 ) intersection, isDisjointFrom,

isSubsetOf, isSupersetOf,
symmetricDifference, union

Internal Data Structure. The rule-based optimization tem-
plates model keyed collections using a hash map indexed by a
fast-key function for 𝑀 (1) element access, combined with a doubly
linked list to preserve insertion order as required by the speci!-
cation. This is the same technique core-js uses internally. The
rewrite system is agnostic to the backing data structure: users may
supply any that satis!es the interface expected by the rules.

Results. Figure 7 shows the throughput across all objects, col-
lection types, and sizes.

(1) Simple.The unoptimizedMiniPoly exhibits𝑀 (𝐿 ) degradation:
throughput drops by two to three orders of magnitude as 𝐿 grows
from 50 to 10,000, con!rming that its linear-search semantics are
faithfully preserved but impractical. With rule-based optimization,
MiniPoly-opt maintains near-constant throughput, matching or
exceeding core-js and es-shims across all four types.
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Figure 7: Throughput (ops/sec) across collection types, operation categories, and sizes (𝐿 ). Dashed lines indicate MiniPoly
(unoptimized); solid lines indicateMiniPoly-opt. We average over 5 runs, and the shaded area represents the standard deviation.

work that is reused across all subsequent built-ins. The 89 built-in
methods share only 88 unique AOs, and after the initial editions
establish the base set, the number of additional AOs required by
later editions grows only gradually.

Comparison of manual implementation burden. For core-
js and es-shims, every line is written and maintained by devel-
opers (Table 3): 14,312 LoC and 32,836 LoC, respectively. With
MiniPoly, the developer’s actual manual burden is only 1,295 LoC,
a 11.1→ and 25.4→ reduction compared to core-js and es-shims,
respectively. The remaining 5,714 lines are entirely auto-generated
from the speci!cation. When the speci!cation evolves, only the
a"ected operations are regenerated, so just this small set of man-
ual AOs needs attention (§7). The manual cost for optimization is
similarly low: 1,705 LoC of additional JavaScript modeling for the
rule-based optimization and 195 LoC of 17 rewrite rules.

6.3 RQ3: Optimization
To evaluate the e"ectiveness of the DSL, we conduct a case study
that implements optimizations for (Weak)Set and (Weak)Map. To
replace linear index-based algorithms with fast-key-based algo-
rithms, we de!ne 11 rules for (Weak)Set and 6 rules for (Weak)Map
in 195 lines of YAML !les, together with 1,705 lines of JavaScript
code to model the optimized internal data structures and operations.
We also rewrite iteration patterns so that index-based accesses be-
come calls to the optimized operations, though this does not change
their asymptotic complexity.

Performance Measurement. We compare four implementa-
tions, core-js, es-shims,MiniPoly, andMiniPoly-opt (MiniPoly
with rule-based optimization), on custom throughput benchmarks
for each target method, varying the collection size 𝐿 from 50 to
10,000. To reduce measurement noise, we warm up for 500ms so
that JIT compilation and garbage collection stabilize.

Algorithmic Categorization. As summarized in Table 4, we
classify the target methods into three algorithmic categories:

(1) Simple: The speci!cation uses 𝑀 (𝐿 ) linear searches, which
our rewrite rules replace with 𝑀 (1) hash-based lookups.

(2) Iteration: Our rewrite rules replace the speci!cation’s index-
based list access with a custom linked-list traversal, preserving
insertion order while abstracting index-based operations.

(3) Composite: These operations combine iteration and lookups;
although they have no dedicated rewrite rules, they bene!t transi-
tively from the optimized simple/iteration operations they invoke.
Table 4: Algorithmic categorization of built-in methods.

Category Map / WeakMap Set / WeakSet

Simple delete, get, has, add, delete, has,
𝐿 (1) set, size size

Iteration clear, entries, clear, entries,
𝐿 (𝑀 ) forEach, keys, values forEach, keys, values

Composite constructor constructor, difference,
𝐿 (𝑀 → 𝑁 ) intersection, isDisjointFrom,

isSubsetOf, isSupersetOf,
symmetricDifference, union

Internal Data Structure. The rule-based optimization tem-
plates model keyed collections using a hash map indexed by a
fast-key function for 𝑀 (1) element access, combined with a doubly
linked list to preserve insertion order as required by the speci!-
cation. This is the same technique core-js uses internally. The
rewrite system is agnostic to the backing data structure: users may
supply any that satis!es the interface expected by the rules.

Results. Figure 7 shows the throughput across all objects, col-
lection types, and sizes.

(1) Simple.The unoptimizedMiniPoly exhibits𝑀 (𝐿 ) degradation:
throughput drops by two to three orders of magnitude as 𝐿 grows
from 50 to 10,000, con!rming that its linear-search semantics are
faithfully preserved but impractical. With rule-based optimization,
MiniPoly-opt maintains near-constant throughput, matching or
exceeding core-js and es-shims across all four types.
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Figure 7: Throughput (ops/sec) across collection types, operation categories, and sizes (𝐿 ). Dashed lines indicate MiniPoly
(unoptimized); solid lines indicateMiniPoly-opt. We average over 5 runs, and the shaded area represents the standard deviation.

work that is reused across all subsequent built-ins. The 89 built-in
methods share only 88 unique AOs, and after the initial editions
establish the base set, the number of additional AOs required by
later editions grows only gradually.

Comparison of manual implementation burden. For core-
js and es-shims, every line is written and maintained by devel-
opers (Table 3): 14,312 LoC and 32,836 LoC, respectively. With
MiniPoly, the developer’s actual manual burden is only 1,295 LoC,
a 11.1→ and 25.4→ reduction compared to core-js and es-shims,
respectively. The remaining 5,714 lines are entirely auto-generated
from the speci!cation. When the speci!cation evolves, only the
a"ected operations are regenerated, so just this small set of man-
ual AOs needs attention (§7). The manual cost for optimization is
similarly low: 1,705 LoC of additional JavaScript modeling for the
rule-based optimization and 195 LoC of 17 rewrite rules.

6.3 RQ3: Optimization
To evaluate the e"ectiveness of the DSL, we conduct a case study
that implements optimizations for (Weak)Set and (Weak)Map. To
replace linear index-based algorithms with fast-key-based algo-
rithms, we de!ne 11 rules for (Weak)Set and 6 rules for (Weak)Map
in 195 lines of YAML !les, together with 1,705 lines of JavaScript
code to model the optimized internal data structures and operations.
We also rewrite iteration patterns so that index-based accesses be-
come calls to the optimized operations, though this does not change
their asymptotic complexity.

Performance Measurement. We compare four implementa-
tions, core-js, es-shims,MiniPoly, andMiniPoly-opt (MiniPoly
with rule-based optimization), on custom throughput benchmarks
for each target method, varying the collection size 𝐿 from 50 to
10,000. To reduce measurement noise, we warm up for 500ms so
that JIT compilation and garbage collection stabilize.

Algorithmic Categorization. As summarized in Table 4, we
classify the target methods into three algorithmic categories:

(1) Simple: The speci!cation uses 𝑀 (𝐿 ) linear searches, which
our rewrite rules replace with 𝑀 (1) hash-based lookups.

(2) Iteration: Our rewrite rules replace the speci!cation’s index-
based list access with a custom linked-list traversal, preserving
insertion order while abstracting index-based operations.

(3) Composite: These operations combine iteration and lookups;
although they have no dedicated rewrite rules, they bene!t transi-
tively from the optimized simple/iteration operations they invoke.
Table 4: Algorithmic categorization of built-in methods.

Category Map / WeakMap Set / WeakSet

Simple delete, get, has, add, delete, has,
𝐿 (1) set, size size

Iteration clear, entries, clear, entries,
𝐿 (𝑀 ) forEach, keys, values forEach, keys, values

Composite constructor constructor, difference,
𝐿 (𝑀 → 𝑁 ) intersection, isDisjointFrom,

isSubsetOf, isSupersetOf,
symmetricDifference, union

Internal Data Structure. The rule-based optimization tem-
plates model keyed collections using a hash map indexed by a
fast-key function for 𝑀 (1) element access, combined with a doubly
linked list to preserve insertion order as required by the speci!-
cation. This is the same technique core-js uses internally. The
rewrite system is agnostic to the backing data structure: users may
supply any that satis!es the interface expected by the rules.

Results. Figure 7 shows the throughput across all objects, col-
lection types, and sizes.

(1) Simple.The unoptimizedMiniPoly exhibits𝑀 (𝐿 ) degradation:
throughput drops by two to three orders of magnitude as 𝐿 grows
from 50 to 10,000, con!rming that its linear-search semantics are
faithfully preserved but impractical. With rule-based optimization,
MiniPoly-opt maintains near-constant throughput, matching or
exceeding core-js and es-shims across all four types.

O(N) → O(1) O(N) → O(N) O(N2) → O(N)
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Figure 7: Throughput (ops/sec) across collection types, operation categories, and sizes (𝐿 ). Dashed lines indicate MiniPoly
(unoptimized); solid lines indicateMiniPoly-opt. We average over 5 runs, and the shaded area represents the standard deviation.

work that is reused across all subsequent built-ins. The 89 built-in
methods share only 88 unique AOs, and after the initial editions
establish the base set, the number of additional AOs required by
later editions grows only gradually.

Comparison of manual implementation burden. For core-
js and es-shims, every line is written and maintained by devel-
opers (Table 3): 14,312 LoC and 32,836 LoC, respectively. With
MiniPoly, the developer’s actual manual burden is only 1,295 LoC,
a 11.1→ and 25.4→ reduction compared to core-js and es-shims,
respectively. The remaining 5,714 lines are entirely auto-generated
from the speci!cation. When the speci!cation evolves, only the
a"ected operations are regenerated, so just this small set of man-
ual AOs needs attention (§7). The manual cost for optimization is
similarly low: 1,705 LoC of additional JavaScript modeling for the
rule-based optimization and 195 LoC of 17 rewrite rules.

6.3 RQ3: Optimization
To evaluate the e"ectiveness of the DSL, we conduct a case study
that implements optimizations for (Weak)Set and (Weak)Map. To
replace linear index-based algorithms with fast-key-based algo-
rithms, we de!ne 11 rules for (Weak)Set and 6 rules for (Weak)Map
in 195 lines of YAML !les, together with 1,705 lines of JavaScript
code to model the optimized internal data structures and operations.
We also rewrite iteration patterns so that index-based accesses be-
come calls to the optimized operations, though this does not change
their asymptotic complexity.

Performance Measurement. We compare four implementa-
tions, core-js, es-shims,MiniPoly, andMiniPoly-opt (MiniPoly
with rule-based optimization), on custom throughput benchmarks
for each target method, varying the collection size 𝐿 from 50 to
10,000. To reduce measurement noise, we warm up for 500ms so
that JIT compilation and garbage collection stabilize.

Algorithmic Categorization. As summarized in Table 4, we
classify the target methods into three algorithmic categories:

(1) Simple: The speci!cation uses 𝑀 (𝐿 ) linear searches, which
our rewrite rules replace with 𝑀 (1) hash-based lookups.

(2) Iteration: Our rewrite rules replace the speci!cation’s index-
based list access with a custom linked-list traversal, preserving
insertion order while abstracting index-based operations.

(3) Composite: These operations combine iteration and lookups;
although they have no dedicated rewrite rules, they bene!t transi-
tively from the optimized simple/iteration operations they invoke.
Table 4: Algorithmic categorization of built-in methods.

Category Map / WeakMap Set / WeakSet

Simple delete, get, has, add, delete, has,
𝐿 (1) set, size size

Iteration clear, entries, clear, entries,
𝐿 (𝑀 ) forEach, keys, values forEach, keys, values

Composite constructor constructor, difference,
𝐿 (𝑀 → 𝑁 ) intersection, isDisjointFrom,

isSubsetOf, isSupersetOf,
symmetricDifference, union

Internal Data Structure. The rule-based optimization tem-
plates model keyed collections using a hash map indexed by a
fast-key function for 𝑀 (1) element access, combined with a doubly
linked list to preserve insertion order as required by the speci!-
cation. This is the same technique core-js uses internally. The
rewrite system is agnostic to the backing data structure: users may
supply any that satis!es the interface expected by the rules.

Results. Figure 7 shows the throughput across all objects, col-
lection types, and sizes.

(1) Simple.The unoptimizedMiniPoly exhibits𝑀 (𝐿 ) degradation:
throughput drops by two to three orders of magnitude as 𝐿 grows
from 50 to 10,000, con!rming that its linear-search semantics are
faithfully preserved but impractical. With rule-based optimization,
MiniPoly-opt maintains near-constant throughput, matching or
exceeding core-js and es-shims across all four types.
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Figure 7: Throughput (ops/sec) across collection types, operation categories, and sizes (𝐿 ). Dashed lines indicate MiniPoly
(unoptimized); solid lines indicateMiniPoly-opt. We average over 5 runs, and the shaded area represents the standard deviation.

work that is reused across all subsequent built-ins. The 89 built-in
methods share only 88 unique AOs, and after the initial editions
establish the base set, the number of additional AOs required by
later editions grows only gradually.

Comparison of manual implementation burden. For core-
js and es-shims, every line is written and maintained by devel-
opers (Table 3): 14,312 LoC and 32,836 LoC, respectively. With
MiniPoly, the developer’s actual manual burden is only 1,295 LoC,
a 11.1→ and 25.4→ reduction compared to core-js and es-shims,
respectively. The remaining 5,714 lines are entirely auto-generated
from the speci!cation. When the speci!cation evolves, only the
a"ected operations are regenerated, so just this small set of man-
ual AOs needs attention (§7). The manual cost for optimization is
similarly low: 1,705 LoC of additional JavaScript modeling for the
rule-based optimization and 195 LoC of 17 rewrite rules.

6.3 RQ3: Optimization
To evaluate the e"ectiveness of the DSL, we conduct a case study
that implements optimizations for (Weak)Set and (Weak)Map. To
replace linear index-based algorithms with fast-key-based algo-
rithms, we de!ne 11 rules for (Weak)Set and 6 rules for (Weak)Map
in 195 lines of YAML !les, together with 1,705 lines of JavaScript
code to model the optimized internal data structures and operations.
We also rewrite iteration patterns so that index-based accesses be-
come calls to the optimized operations, though this does not change
their asymptotic complexity.

Performance Measurement. We compare four implementa-
tions, core-js, es-shims,MiniPoly, andMiniPoly-opt (MiniPoly
with rule-based optimization), on custom throughput benchmarks
for each target method, varying the collection size 𝐿 from 50 to
10,000. To reduce measurement noise, we warm up for 500ms so
that JIT compilation and garbage collection stabilize.

Algorithmic Categorization. As summarized in Table 4, we
classify the target methods into three algorithmic categories:

(1) Simple: The speci!cation uses 𝑀 (𝐿 ) linear searches, which
our rewrite rules replace with 𝑀 (1) hash-based lookups.

(2) Iteration: Our rewrite rules replace the speci!cation’s index-
based list access with a custom linked-list traversal, preserving
insertion order while abstracting index-based operations.

(3) Composite: These operations combine iteration and lookups;
although they have no dedicated rewrite rules, they bene!t transi-
tively from the optimized simple/iteration operations they invoke.
Table 4: Algorithmic categorization of built-in methods.

Category Map / WeakMap Set / WeakSet

Simple delete, get, has, add, delete, has,
𝐿 (1) set, size size

Iteration clear, entries, clear, entries,
𝐿 (𝑀 ) forEach, keys, values forEach, keys, values

Composite constructor constructor, difference,
𝐿 (𝑀 → 𝑁 ) intersection, isDisjointFrom,

isSubsetOf, isSupersetOf,
symmetricDifference, union

Internal Data Structure. The rule-based optimization tem-
plates model keyed collections using a hash map indexed by a
fast-key function for 𝑀 (1) element access, combined with a doubly
linked list to preserve insertion order as required by the speci!-
cation. This is the same technique core-js uses internally. The
rewrite system is agnostic to the backing data structure: users may
supply any that satis!es the interface expected by the rules.

Results. Figure 7 shows the throughput across all objects, col-
lection types, and sizes.

(1) Simple.The unoptimizedMiniPoly exhibits𝑀 (𝐿 ) degradation:
throughput drops by two to three orders of magnitude as 𝐿 grows
from 50 to 10,000, con!rming that its linear-search semantics are
faithfully preserved but impractical. With rule-based optimization,
MiniPoly-opt maintains near-constant throughput, matching or
exceeding core-js and es-shims across all four types.

Competitive with baselines in most cases
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Table 5: Forward compatibility on recent and in-progress proposals. Pass (%): passed Test262 tests and pass rate. Throughput
(ops/sec): mean of 5 runs at 𝐿 = 5,000, shown JIT-enabled / JIT-disabled for core-js andMiniPoly-opt. (–): unsupported.

Correctness (Pass %) Throughput (ops/sec) — N = 5,000

Proposal Method Tests core-js es-shims MiniPoly MiniPoly-opt core-js es-shims MiniPoly MiniPoly-opt

Upsert
(ES2026)

Map.prototype
.getOrInsert 28 26 (92.9) 24 (85.7) 28 (100.0) 28 (100.0) 13.7M / 2.0M 61.2K 107K 8.2M / 2.5M
.getOrInsertComputed 37 35 (94.6) 33 (89.2) 37 (100.0) 37 (100.0) 11.7M / 1.8M 40.8K 77.7K 6.5M / 1.9M

WeakMap.prototype
.getOrInsert 34 26 (76.5) — 34 (100.0) 34 (100.0) 18.4M / 3.1M — 104K 8.2M / 2.3M
.getOrInsertComputed 43 32 (74.4) — 43 (100.0) 43 (100.0) 5.7M / 1.2M — 73.1K 5.0M / 1.8M

Await Dictionary
(Stage 2.7)

Promise
.allKeyed 12 — — 12 (100.0) 12 (100.0) — — — —
.allSettledKeyed 12 — — 12 (100.0) 12 (100.0) — — — —

Total 166 119 (83.8) 57 (87.7) 166 (100.0) 166 (100.0) 11.3M / 1.9M 50.0K 89.3K 6.8M / 2.1M

(2) Iteration. BothMiniPoly andMiniPoly-opt perform compa-
rably to core-js, as iteration is inherently 𝑀 (𝐿 ); the linked-list
traversal even removes the speci!cation’s repeated index-bounds
checking.

(3) Composite. The unoptimized MiniPoly exhibits quadratic
degradation: the Map and Set constructors invoke element insertion
𝐿 times, each costing 𝑀 (𝐿 ), yielding 𝑀 (𝐿 2

) overall. MiniPoly-opt
removes this bottleneck through the transitively applied simple-
operation optimizations, restoring 𝑀 (𝐿 ) and matching core-js
across all sizes. The same holds for the ES2025 composite Set meth-
ods, which combine iteration and membership checks.

6.4 RQ4: Forward Compatibility
Speci!cation-driven generation supports new proposals with no
new engineering. We evaluate this on the next edition’s draft
(ES2026) and an early-stage proposal (Table 5).

Draft of theNext Edition. ES2026 introduces several new built-
ins, including getOrInsert(Computed) on (Weak)Map.prototype
from the Upsert proposal [18]. MiniPoly generates these four meth-
ods with zero manual e"ort, and the rule-based optimization
templates apply directly, yielding MiniPoly-opt with no extra DSL
work. Poly!lls generated by MiniPoly and MiniPoly-opt for these
methods pass all 142 tests in Test262 (100%). In the JIT-enabled
setting, MiniPoly-opt is 1.66→ slower than core-js, whereas in
the JIT-disabled setting it is 1.1→ faster. Code-level inspection
con!rms that both share the same asymptotic complexity, so we
hypothesize that core-js’s JIT-enabled advantage stems from its
manual, JIT-friendly engineering. Once such patterns are identi!ed,
they could be encoded as rewrite rules to close the gap.

Early-stage proposal (Await Dictionary). To test appli-
cability beyond imminent editions, we target the Await Dictio-
nary proposal (Stage 2.7) [5], which adds Promise.{allKeyed,
allSettledKeyed}. MiniPoly generates both, passing all 24
Test262 tests (100%), whereas neither core-js nor es-shims
implements them. It thus delivers spec-compliant poly!lls ahead of
manual implementations, even while a proposal is still in draft.

6.5 RQ5: Real-world Usability
To assess whetherMiniPoly’s poly!lls are usable as drop-in replace-
ments in real-world code, we run the o#cial test suites of seven
widely used npm libraries spanning three domains: general-purpose
utilities (lodash, underscore, ramda), asynchronous control $ow
(async, axios), and network/server frameworks (express, ws). For
each, we replace every targeted built-in with its poly!ll and run the
suite. We exclude es-shims here: with partial coverage, unimple-
mented methods silently fall back to the native built-ins, so results
would re$ect the host engine rather than the poly!ll under test.
Table 6 reports per-library pass rates and execution times for Native,
core-js,MiniPoly, andMiniPoly-opt.

Across all seven libraries (10,795 tests), MiniPoly and MiniPoly-
opt match core-js exactly, each passing 10,772 tests (99.8%). The
23 failures are concentrated in lodash and are shared by every
poly!ll: they stem from library-side assumptions about the native
built-ins (e.g., _.isNative cannot succeed on a poly!ll, which is by
de!nition not a native function) rather than from any de!ciency
in the poly!ll implementations. Execution time is also on par with
core-js (within 1% in aggregate), con!rming thatMiniPoly’s poly-
!lls add nomeasurable overhead on real workloads. The lone outlier
is underscore, whose suite stresses tight collection-iteration loops:
unoptimized MiniPoly runs about 1.2→ slower than core-js on
this workload (8.2s vs. 6.7s), butMiniPoly-opt’s DSL-based rewrites
close the gap entirely (6.7s). Overall,MiniPoly andMiniPoly-opt
serve as drop-in replacements for core-js across these real-world
applications, matching it in both correctness and performance.

7 Discussion and Limitations
Spec-faithfulness by construction. Unlike hand-written poly-

!lls,MiniPoly preserves the speci!cation’s control $ow and step
ordering by construction. This eliminates subtle manual-translation
bugs, such as the core-js issues in §6.1. Re-running the pipeline
also propagates speci!cation updates to all a"ected poly!lls. Re-
generation is modular: only the operations a"ected by a change are
re-extracted, so developers need not rebuild from scratch. Optimiza-
tions encoded as rewrite rules also survive speci!cation updates.

-23 -8
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Specification Type Analysis
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x : String | Boolean | Number | Object | ...

n : Number
Number | Exception

Math.round(true)  = ??? 
Math.round(false) = ???

Type Error: 
`<`, `>`, and `>=` 

are numeric operators

https://github.com/tc39/ecma262/tree/575149cfd77aebcf3a129e165bd89e14caafc31c

Fixed Math.round(true)  = 0 
Math.round(false) = 1

Filter Exception

https://github.com/tc39/ecma262/tree/575149cfd77aebcf3a129e165bd89e14caafc31c
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TABLE II: The analysis precision of JSTAR without refinement (no-refine), with refinement (refine), and their difference (�)

Checker Bug Kind Precision = (# True Bugs) / (# Detected Bugs)
no-refine refine �

Reference
UnknownVar 62 / 106 17 / 60 63 / 78 17 / 31 +1 / -28 / -29
DuplicatedVar 45 / 46 46 / 47 +1 / +1

Arity MissingParam 4 / 4 4 / 4 4 / 4 4 / 4 / /
Assertion Assertion 4 / 56 4 / 56 4 / 31 4 / 31 / -25 / -25

Operand
NoNumber 22 / 113 2 / 65 22 / 44 2 / 6 / -69 / -59
Abrupt 20 / 48 20 / 38 / -10

Total 92 / 279 (33.0%) 93 / 157 (59.2%) +1 / -122 (+26.3%)

(a) Life spans sorted by creation (b) The histogram of life spans

Fig. 7: Life spans of true bugs

A. Performance

Figure 6 shows the statistics of the type analysis using
JSTAR for 864 versions of ECMAScript: (a) the number of
analyzed functions, (b) the number of flow- and type-sensitive
views, (c) the number of worklist iterations, and (d) the analy-
sis time. For each version, JSTAR analyzed 1,696.6 functions
on average. Since ECMAScript has gradually evolved, it ana-
lyzed 1,491 functions for the first version in 2018 but analyzed
1,864 functions in the latest. JSTAR analyzes functions with
flow- and type-sensitive views. On average, each version has
92.0K views and each function has 54.1 views.

We measured the performance of JSTAR with the worklist
iteration number and the analysis time. For each version of
ECMAScript, JSTAR took 137.3 seconds with 301.6K worklist
iterations on average. The average analysis time is 8.0 seconds
for specification extraction (extract), 128.5 seconds for type
analysis (analyze), and 0.8 seconds for bug detection (detect).
The performance overhead is modest enough for JSTAR to be
integrated in the open development process of ECMAScript.

B. Precision

We measured the analysis precision with the ratio of true
bugs in the reported bugs by JSTAR. As summarized in the
refine column of Table II, the analysis precision is 59.2%; 93
out of 157 detected bugs are true bugs. The reference checker
detected the most bugs with 80.8% precision; 17 unknown
variables (UnknownVar) and 46 duplicated variable declara-
tions (DuplicatedVar) are true bugs. We found four missing
parameters (MissingParam) with 100.0% precision and four
assertion failures (Assertion) with 12.9% precision. Finally,
the operand checker detected two non-numeric operand bugs

(NoNumber) with 33.3% precision and 20 unchecked abrupt
completion bugs (Abrupt) with 52.6% precision.

To understand the impact of the detected true bugs, we
extended JSTAR to automatically extract when they are created
and resolved in the ECMAScript official repository. A bug is
created when it exists in a specific version but does not exist in
its previous version, and a bug is resolved vice versa. The life

span of a bug denotes the number of days between the created
date and the resolved date. Figure 7 illustrates the life spans of
true bugs; Figure 7(a) depicts the life spans sorted by creation
and Figure 7(b) depicts the histogram of the life spans in a
logarithmic scale. Among 93 true bugs, 49 bugs are inherited,
which means that they are created before 2018. Moreover, 14
bugs still exist in the latest ECMAScript, which are newly
detected by JSTAR. We discuss the details of 14 newly found
bugs in Section V-D. Even though we assume that 49 inherited
bugs are created on January 1, 2018, the average life span is
422.8 and the maximum life span is 1,164. All the bugs with
the maximum life span are inherited ones and they are all
newly detected.

We manually investigated 64 false-positive bugs to under-
stand why JSTAR detected them. Among them, 17 bugs are
due to extraction failure of mechanized specifications caused
by wrong writing styles. Because ECMAScript is written in
HTML, JISET extracts abstract algorithms using the emu-alg
HTML tag. Unfortunately, several abstract algorithms are
defined with the opening tag <emu-alg> but without the
closing tag </emu-alg>, which causes extraction failure of
mechanized specifications leading to false-positive bugs. The
remaining 47 bugs are due to imprecise analysis. We found
that 28 bugs are due to imprecise analysis of the conditions
of assertions and branches for specific function calls. For
example, consider the following algorithm step for GetValue:

Since IsPropertyReference always returns false when the
Base field of a given reference record is cunresolvable, the
field access V .[[Base]] cannot be cunresolvable on line 4.a.
However, because the type analysis does not compute such in-
formation, cunresolvable is also passed as the argument of
ToObject. We believe that an advanced refinement technique

59.2% 
Precision

93 Errors 
Detected

14 New Bugs 
In ES2021
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Problem - Manual Approach
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Conformance Test Synthesis

Program Pool

let x = 42;
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let x = ![];
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let x = 1 + 2; 
assert(x == 3);

let x = 42; 
assert(x == 42); let x = ![]; 

assert(x == false);

Final State-based 
Assertions
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2. Let lval be ? GetValue(lref).
3. If lval is neither undefined nor null, return lval.
4. If IsAnonymousFunctionDefinition(AssignmentExpression) is true and IsIdentifierRef of

LeftHandSideExpression is true, then
a. Let rval be ? NamedEvaluation of AssignmentExpression with argument lref.

[[ReferencedName]].
5. Else,

a. Let rref be ? Evaluation of AssignmentExpression.
b. Let rval be ? GetValue(rref).

6. Perform ? PutValue(lref, rval).
7. Return rval.

NOTE When this expression occurs within strict mode code, it is a runtime error if lref in
step 1.d, 2, 2, 2, 2 is an unresolvable reference. If it is, a ReferenceError exception is
thrown. Additionally, it is a runtime error if the lref in step 8, 7, 7, 6 is a reference to
a data property with the attribute value { [[Writable]]: false }, to an accessor
property with the attribute value { [[Set]]: undefined }, or to a non-existent
property of an object for which the IsExtensible predicate returns the value false.
In these cases a TypeError exception is thrown.

The abstract operation ApplyStringOrNumericBinaryOperator takes arguments lval (an
ECMAScript language value), opText (**, *, /, %, +, -, <<, >>, >>>, &, ^, or |), and rval (an
ECMAScript language value) and returns either a normal completion containing either a String, a
BigInt, or a Number, or a throw completion. It performs the following steps when called:

1. If opText is +, then
a. Let lprim be ? ToPrimitive(lval).
b. Let rprim be ? ToPrimitive(rval).
c. If lprim is a String or rprim is a String, then

i. Let lstr be ? ToString(lprim).
ii. Let rstr be ? ToString(rprim).

iii. Return the string-concatenation of lstr and rstr.
d. Set lval to lprim.
e. Set rval to rprim.

2. NOTE: At this point, it must be a numeric operation.
3. Let lnum be ? ToNumeric(lval).
4. Let rnum be ? ToNumeric(rval).
5. If Type(lnum) is not Type(rnum), throw a TypeError exception.
6. If lnum is a BigInt, then

13.15.3  ApplyStringOrNumericBinaryOperator ( lval, opText, rval )

2. Let lval be ? GetValue(lref).
3. If lval is neither undefined nor null, return lval.
4. If IsAnonymousFunctionDefinition(AssignmentExpression) is true and IsIdentifierRef of

LeftHandSideExpression is true, then
a. Let rval be ? NamedEvaluation of AssignmentExpression with argument lref.

[[ReferencedName]].
5. Else,

a. Let rref be ? Evaluation of AssignmentExpression.
b. Let rval be ? GetValue(rref).

6. Perform ? PutValue(lref, rval).
7. Return rval.

NOTE When this expression occurs within strict mode code, it is a runtime error if lref in
step 1.d, 2, 2, 2, 2 is an unresolvable reference. If it is, a ReferenceError exception is
thrown. Additionally, it is a runtime error if the lref in step 8, 7, 7, 6 is a reference to
a data property with the attribute value { [[Writable]]: false }, to an accessor
property with the attribute value { [[Set]]: undefined }, or to a non-existent
property of an object for which the IsExtensible predicate returns the value false.
In these cases a TypeError exception is thrown.

The abstract operation ApplyStringOrNumericBinaryOperator takes arguments lval (an
ECMAScript language value), opText (**, *, /, %, +, -, <<, >>, >>>, &, ^, or |), and rval (an
ECMAScript language value) and returns either a normal completion containing either a String, a
BigInt, or a Number, or a throw completion. It performs the following steps when called:

1. If opText is +, then
a. Let lprim be ? ToPrimitive(lval).
b. Let rprim be ? ToPrimitive(rval).
c. If lprim is a String or rprim is a String, then

i. Let lstr be ? ToString(lprim).
ii. Let rstr be ? ToString(rprim).

iii. Return the string-concatenation of lstr and rstr.
d. Set lval to lprim.
e. Set rval to rprim.

2. NOTE: At this point, it must be a numeric operation.
3. Let lnum be ? ToNumeric(lval).
4. Let rnum be ? ToNumeric(rval).
5. If Type(lnum) is not Type(rnum), throw a TypeError exception.
6. If lnum is a BigInt, then

13.15.3  ApplyStringOrNumericBinaryOperator ( lval, opText, rval )

…

… a. If opText is **, return ? BigInt::exponentiate(lnum, rnum).
b. If opText is /, return ? BigInt::divide(lnum, rnum).
c. If opText is %, return ? BigInt::remainder(lnum, rnum).
d. If opText is >>>, return ? BigInt::unsignedRightShift(lnum, rnum).

7. Let operation be the abstract operation associated with opText and Type(lnum) in the following
table:

opText Type(lnum) operation
** Number Number::exponentiate
* Number Number::multiply
* BigInt BigInt::multiply
/ Number Number::divide
% Number Number::remainder
+ Number Number::add
+ BigInt BigInt::add
- Number Number::subtract
- BigInt BigInt::subtract
<< Number Number::leftShift
<< BigInt BigInt::leftShift
>> Number Number::signedRightShift
>> BigInt BigInt::signedRightShift
>>> Number Number::unsignedRightShift
& Number Number::bitwiseAND
& BigInt BigInt::bitwiseAND
^ Number Number::bitwiseXOR
^ BigInt BigInt::bitwiseXOR
| Number Number::bitwiseOR
| BigInt BigInt::bitwiseOR

8. Return operation(lnum, rnum).

NOTE 1 No hint is provided in the calls to ToPrimitive in steps 1.a and 1.b. All standard
objects except Dates handle the absence of a hint as if number were given; Dates
handle the absence of a hint as if string were given. Exotic objects may handle the
absence of a hint in some other manner.

NOTE 2 Step 1.c differs from step 3 of the IsLessThan algorithm, by using the logical-or
operation instead of the logical-and operation.

1. Throw a TypeError exception.

mean the same things as:

1. Return ThrowCompletion(a newly created TypeError object).

Algorithms steps that say or are otherwise equivalent to:

1. ReturnIfAbrupt(argument).

mean the same thing as:

1. Assert: argument is a Completion Record.
2. If argument is an abrupt completion, return Completion(argument).
3. Else, set argument to argument.[[Value]].

Algorithms steps that say or are otherwise equivalent to:

1. ReturnIfAbrupt(AbstractOperation()).

mean the same thing as:

1. Let hygienicTemp be AbstractOperation().
2. Assert: hygienicTemp is a Completion Record.
3. If hygienicTemp is an abrupt completion, return Completion(hygienicTemp).
4. Else, set hygienicTemp to hygienicTemp.[[Value]].

Where hygienicTemp is ephemeral and visible only in the steps pertaining to ReturnIfAbrupt.

Algorithms steps that say or are otherwise equivalent to:

1. Let result be AbstractOperation(ReturnIfAbrupt(argument)).

mean the same thing as:

1. Assert: argument is a Completion Record.
2. If argument is an abrupt completion, return Completion(argument).
3. Else, set argument to argument.[[Value]].
4. Let result be AbstractOperation(argument).

Invocations of abstract operations and syntax-directed operations that are prefixed by ? indicate
that ReturnIfAbrupt should be applied to the resulting Completion Record. For example, the step:

5.2.3.3  ReturnIfAbrupt

5.2.3.4  ReturnIfAbrupt Shorthands

…
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2. Let lval be ? GetValue(lref).
3. If lval is neither undefined nor null, return lval.
4. If IsAnonymousFunctionDefinition(AssignmentExpression) is true and IsIdentifierRef of

LeftHandSideExpression is true, then
a. Let rval be ? NamedEvaluation of AssignmentExpression with argument lref.

[[ReferencedName]].
5. Else,

a. Let rref be ? Evaluation of AssignmentExpression.
b. Let rval be ? GetValue(rref).

6. Perform ? PutValue(lref, rval).
7. Return rval.

NOTE When this expression occurs within strict mode code, it is a runtime error if lref in
step 1.d, 2, 2, 2, 2 is an unresolvable reference. If it is, a ReferenceError exception is
thrown. Additionally, it is a runtime error if the lref in step 8, 7, 7, 6 is a reference to
a data property with the attribute value { [[Writable]]: false }, to an accessor
property with the attribute value { [[Set]]: undefined }, or to a non-existent
property of an object for which the IsExtensible predicate returns the value false.
In these cases a TypeError exception is thrown.

The abstract operation ApplyStringOrNumericBinaryOperator takes arguments lval (an
ECMAScript language value), opText (**, *, /, %, +, -, <<, >>, >>>, &, ^, or |), and rval (an
ECMAScript language value) and returns either a normal completion containing either a String, a
BigInt, or a Number, or a throw completion. It performs the following steps when called:

1. If opText is +, then
a. Let lprim be ? ToPrimitive(lval).
b. Let rprim be ? ToPrimitive(rval).
c. If lprim is a String or rprim is a String, then

i. Let lstr be ? ToString(lprim).
ii. Let rstr be ? ToString(rprim).

iii. Return the string-concatenation of lstr and rstr.
d. Set lval to lprim.
e. Set rval to rprim.

2. NOTE: At this point, it must be a numeric operation.
3. Let lnum be ? ToNumeric(lval).
4. Let rnum be ? ToNumeric(rval).
5. If Type(lnum) is not Type(rnum), throw a TypeError exception.
6. If lnum is a BigInt, then

13.15.3  ApplyStringOrNumericBinaryOperator ( lval, opText, rval )

2. Let lval be ? GetValue(lref).
3. If lval is neither undefined nor null, return lval.
4. If IsAnonymousFunctionDefinition(AssignmentExpression) is true and IsIdentifierRef of

LeftHandSideExpression is true, then
a. Let rval be ? NamedEvaluation of AssignmentExpression with argument lref.

[[ReferencedName]].
5. Else,

a. Let rref be ? Evaluation of AssignmentExpression.
b. Let rval be ? GetValue(rref).

6. Perform ? PutValue(lref, rval).
7. Return rval.

NOTE When this expression occurs within strict mode code, it is a runtime error if lref in
step 1.d, 2, 2, 2, 2 is an unresolvable reference. If it is, a ReferenceError exception is
thrown. Additionally, it is a runtime error if the lref in step 8, 7, 7, 6 is a reference to
a data property with the attribute value { [[Writable]]: false }, to an accessor
property with the attribute value { [[Set]]: undefined }, or to a non-existent
property of an object for which the IsExtensible predicate returns the value false.
In these cases a TypeError exception is thrown.

The abstract operation ApplyStringOrNumericBinaryOperator takes arguments lval (an
ECMAScript language value), opText (**, *, /, %, +, -, <<, >>, >>>, &, ^, or |), and rval (an
ECMAScript language value) and returns either a normal completion containing either a String, a
BigInt, or a Number, or a throw completion. It performs the following steps when called:

1. If opText is +, then
a. Let lprim be ? ToPrimitive(lval).
b. Let rprim be ? ToPrimitive(rval).
c. If lprim is a String or rprim is a String, then

i. Let lstr be ? ToString(lprim).
ii. Let rstr be ? ToString(rprim).

iii. Return the string-concatenation of lstr and rstr.
d. Set lval to lprim.
e. Set rval to rprim.

2. NOTE: At this point, it must be a numeric operation.
3. Let lnum be ? ToNumeric(lval).
4. Let rnum be ? ToNumeric(rval).
5. If Type(lnum) is not Type(rnum), throw a TypeError exception.
6. If lnum is a BigInt, then

13.15.3  ApplyStringOrNumericBinaryOperator ( lval, opText, rval )

…

… a. If opText is **, return ? BigInt::exponentiate(lnum, rnum).
b. If opText is /, return ? BigInt::divide(lnum, rnum).
c. If opText is %, return ? BigInt::remainder(lnum, rnum).
d. If opText is >>>, return ? BigInt::unsignedRightShift(lnum, rnum).

7. Let operation be the abstract operation associated with opText and Type(lnum) in the following
table:

opText Type(lnum) operation
** Number Number::exponentiate
* Number Number::multiply
* BigInt BigInt::multiply
/ Number Number::divide
% Number Number::remainder
+ Number Number::add
+ BigInt BigInt::add
- Number Number::subtract
- BigInt BigInt::subtract
<< Number Number::leftShift
<< BigInt BigInt::leftShift
>> Number Number::signedRightShift
>> BigInt BigInt::signedRightShift
>>> Number Number::unsignedRightShift
& Number Number::bitwiseAND
& BigInt BigInt::bitwiseAND
^ Number Number::bitwiseXOR
^ BigInt BigInt::bitwiseXOR
| Number Number::bitwiseOR
| BigInt BigInt::bitwiseOR

8. Return operation(lnum, rnum).

NOTE 1 No hint is provided in the calls to ToPrimitive in steps 1.a and 1.b. All standard
objects except Dates handle the absence of a hint as if number were given; Dates
handle the absence of a hint as if string were given. Exotic objects may handle the
absence of a hint in some other manner.

NOTE 2 Step 1.c differs from step 3 of the IsLessThan algorithm, by using the logical-or
operation instead of the logical-and operation.

1. Throw a TypeError exception.

mean the same things as:

1. Return ThrowCompletion(a newly created TypeError object).

Algorithms steps that say or are otherwise equivalent to:

1. ReturnIfAbrupt(argument).

mean the same thing as:

1. Assert: argument is a Completion Record.
2. If argument is an abrupt completion, return Completion(argument).
3. Else, set argument to argument.[[Value]].

Algorithms steps that say or are otherwise equivalent to:

1. ReturnIfAbrupt(AbstractOperation()).

mean the same thing as:

1. Let hygienicTemp be AbstractOperation().
2. Assert: hygienicTemp is a Completion Record.
3. If hygienicTemp is an abrupt completion, return Completion(hygienicTemp).
4. Else, set hygienicTemp to hygienicTemp.[[Value]].

Where hygienicTemp is ephemeral and visible only in the steps pertaining to ReturnIfAbrupt.

Algorithms steps that say or are otherwise equivalent to:

1. Let result be AbstractOperation(ReturnIfAbrupt(argument)).

mean the same thing as:

1. Assert: argument is a Completion Record.
2. If argument is an abrupt completion, return Completion(argument).
3. Else, set argument to argument.[[Value]].
4. Let result be AbstractOperation(argument).

Invocations of abstract operations and syntax-directed operations that are prefixed by ? indicate
that ReturnIfAbrupt should be applied to the resulting Completion Record. For example, the step:

5.2.3.3  ReturnIfAbrupt

5.2.3.4  ReturnIfAbrupt Shorthands

…
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Specification Coverage
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https://github.com/es-meta/esmeta

Official tool used in CI system of 
ECMA-262 and Test262

https://github.com/es-meta/esmeta

